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We’re still very much in the early days 
of artificial intelligence (ai). However, 
money is pouring into AI initiatives at 
astounding rates, and enterprises need to 
move at a deliberate speed to adopt and 
leverage AI across their systems, applica-
tions, and data.

That’s the word from a recently pub-
lished study conducted by the McKinsey 
Global Institute, which presses the urgency 
of AI adoption and explored benefits being 
seen. The research report concludes that AI 
investment is growing fast and estimates 
that tech giants spent $20 billion to $30 bil-
lion on AI in 2016, with 90% of this spent 
on R&D and deployment and 10% on AI 
acquisitions (“Artificial Intelligence: The 
Next Digital Frontier?”). 

Both inside and outside the tech world, 
AI adoption is still in its early, pioneer-
ing stages. Few firms—only 20%— have 
deployed it at scale or as a core part of their 
businesses, McKinsey’s survey of 3,073 
C-level executives finds. “Many firms say 
they are uncertain of the business case or 
return on investment,” state the survey 
report’s authors, who found more than 160 
use cases of AI being deployed commer-
cially only 12% of the time. The use case 
review finds “commercial considerations 
can explain why some companies may 

Most of the firms in the McKinsey sur-
vey expect to increase spending on AI in 
the coming 3 years. However, the survey 
documented relatively modest growth 
projections—only one-fifth of responding 
firms expected to increase expenditures 
greater than 10%.

McKinsey’s research also finds that AI 
can deliver real value to serious adopters 
and can be a “powerful force for disrup-
tion.” Early AI adopters in the survey that 
combined strong digital capability with 
proactive strategies had higher profit 
margins and expect the performance gap 

be reluctant to act.” In the survey, firms 
reported “poor or uncertain returns” as 
the primary reason for not adopting. Reg-
ulatory concerns have also become much 
more important.

The McKinsey report also looked at tech-
nical challenges shaping up on the journey 
to AI. These challenges vary from industry 
to industry. “While big tech and academia are 
pushing advances in the performance of the 
underlying technology, engineering solutions 
need to be worked out for specific use cases, 
requiring both data and talent. Industries 
such as financial services, and high tech and 
telecom have generated and stored large vol-
umes of structured data, but others, includ-
ing construction and travel, lag far behind.”

By Joe McKendrick

The Artificial
Intelligence Journey 
Has Only Begun

High AI Adoption  High tech / Telecom 
 Automotive / Assembly 
 Financial Services

Medium AI Adoption  Retail 
 Media / Entertainment 
 CPG

Low AI Adoption  Education 
 Healthcare 
 Travel / Tourism

 AI ADOPTION IS GREATEST IN SECTORS THAT ARE ALREADY 
STRONG DIGITAL ADOPTERS

Source: McKinsey Global Institute
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with other firms to widen in the future. 
Serious AI adopters with proactive strate-
gies report current profit margins that are 
3 to 15 percentage points higher than the 
industry average in most sectors and expect 
this advantage to grow in the future. In the 
next 3 years, these AI leaders expect their 
margins to increase another 5 percentage 
points more than the industry average.

The survey also finds evidence of an 
emerging “digital divide”: Large firms—
those with more than 500 employees—
have much higher rates of adoption and 
awareness. They are at least 10% more 
likely than smaller firms to have adopted 
at least one AI technology at scale or in a 
core part of their business. 

There are reasons for this, the study’s 
authors point out. “Larger firms typically 
have access to more and better-structured 
data, and are more likely to have employees 
with the technical skills needed to understand 
the business case for AI investment and to 
successfully engage suppliers. Bigger firms 
also have an advantage because the kind of 
fixed-cost investment required for AI tends 

to generate higher returns when applied to a 
bigger base of costs and revenue.”

At the same time, the McKinsey team 
adds, AI is just as open to smaller compa-
nies, as well. They identified the character-
istics of the early adopters: 

They are investing in cloud and big data.
“Early AI adopters are from sectors 

already investing at scale in related technol-
ogies, such as cloud services and big data.”

They tend to be larger companies. 
“This again is typical of digital adop-

tion, in which, for instance, small and 
midsized businesses have typically lagged 
behind in their decision to invest in new 
technologies.”

They don’t limit themselves to one type 
of technology. 

“They go broader as they adopt multiple 
AI tools addressing a number of different 
use cases at the same time.”

They are just as motivated by potential 
growth as they are in cutting costs. 

“AI is not only about process automa-
tion, but is also used by companies as part 
of major product and service innovation.” 

They have strong executive support.
“Respondents from firms that have suc-

cessfully deployed an AI technology at scale 
tended to rate C-suite support nearly twice 
as high as those from companies that had 
not adopted any AI technology.”  n

PROJECT:  Smarter R&D and forecasting

PRODUCE:   Optimized production and main-
tenance 

PROMOTE:  Targeted sales and marketing 

PROVIDE:  Enhanced user experience

ACCORDING TO MCKINSEY, AI 
CAN CREATE VALUE IN TERMS 
OF FOUR AREAS, HELPING 
COMPANIES TO: 
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This Is the Year IoT and 
Cognitive Computing Begin to

the Database Market
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By Joe McKendrick

This year, the database vendor and partner 

community is rallying around three trends that 

may forever disrupt the data world as we know it: 

the Internet of Things (IoT), cognitive comput-

ing—as exemplified by artificial intelligence (AI) 

and machine learning, and cloud computing.  The 

question is now: How much of a value proposition 

do these emerging approaches to data management 

offer today’s enterprises, and will results be tangible 

in the near future?
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For starters, IoT is opening up new, 
unexplored vistas in the data world. “The 
combination of IoT, big data, and greater 
connectivity is giving organizations across 
industries more control and insight into 
their business by leveraging new sources 
of integrated data and analytics,” said Steve 
Cox, vice president of Oracle ERP and EPM 
Cloud Go-to-Market. IoT technology is 
making its impact in areas such as “improv-
ing efficiency with real-time fleet monitor-
ing, optimizing supply chain management, 
gaining insights from connected assets with 
digital field service, increasing production, 
performance, and increasing employee 
engagement, efficiency, and well-being.”

The drive toward IoT is prompting 
enterprises to “look at data in a new way,” 
said Suraj Kumar, vice president and gen-
eral manager of platform as a service at 
Axway. “There is need for real-time insights 
to take quick action, operational insights to 
make short-term decisions, and strategic 
insights to enable business decisions, based 
on IoT data.” 

Industry participants such as Pat Sulli-
van, managing director of Accenture Global 
Oracle Technology Business, see IoT as play-
ing a foundational role in many of its latest 
initiatives. “We integrate IoT into everything 
we do moving forward,” he related. “The 
idea is to have it  

embedded into all our core offerings to 
deliver new value for clients that they can 
leverage across their enterprise.” For exam-
ple, Sullivan’s team has designed a con-
nected health wellness platform built on 
multiple Oracle as-a-Service technologies. 
“The platform encourages an organization’s 
employees to seek healthier lifestyles through 
wearables that monitor their steps, intensity 
minutes, activities, and more,” he explained. 

While IoT has little value in and of itself, 
its impact on enterprises will be monumen-
tal, predicted Piet Loubser, vice president of 
product and solutions marketing for Hor-
tonworks. “Millions of connected devices 
are allowing us to interact with the entire 
world digitally. Businesses today are trans-
forming their digital backbone to handle 
this at scale. The critical insights are not 
isolated to sensors, but come to light when 
connecting these insights to the rest of your 
business systems and operations—ERP, 

CRM, supply chain, and HR apps.”  
The ability to “collect, analyze, and 

store telemetry data about customer 
experience to create a better cus-

tomer experience is a huge value 
proposition,” said Patrick McFa-
din, vice president of developer 
relations and chief evangelist for 
Apache Cassandra at DataStax. 
“Enterprises have to compete 
with the digital transformation 
happening around them. This 
isn’t an optional trend.”

Loubser cites the impact 
IoT data is having on a range 
of industries. “For healthcare, 
it is about wearable devices to 

deliver personalized care,” he 
said. “For retail, it’s about real-
time dynamic location-based 
offers. Oil and gas is about sensors 
on extremely expensive equipment 
and preventing failures.”

An area being heavily impacted 
by IoT data is manufacturing. Steve 

Bieszczat, chief marketing officer at IQMS, 
has seen the shift toward data-driven man-
ufacturing in his company’s work with Ora-
cle on its manufacturing execution software, 
or MES. “MES was once used primarily to 
automatically monitor work cell production 
and alert operators to work stoppages, excess 
material consumption and job completion,” 
Bieszczat said. Now, this class of solutions 
“provides even more value to manufactur-
ers by recording not only the production of 
goods but also the critical process parame-
ters at the time of production to document 
that components are being made to speci-
fication.” The data is “permanently stored 
both locally and in the cloud, so that manu-
facturers can document to downstream cus-
tomers their compliance with specifications 
and industry standards.”

The reach of IoT will only keep expand-
ing, said Guy Levy-Yurista, head of product 
for Sisense, noting that “it’s no longer just a 
‘nice to have.’ The IoT is becoming an inte-
grated part of the puzzle.”

The massive amounts of data that IoT 
is generating is creating the value. “Auto-
motive sensors alone will generate exabytes 
of data with the widespread use of autono-
mous driving vehicles,” said Paul Speciale, 
vice president of product management at 
Scality. “This data becomes a value propo-
sition on its own, as there is business value 
for product and manufacturing improve-
ments, marketing, and even monetization 
of the data through additional services to 
customers based on analytics and mining of 
this data to determine trends and patterns.”

Still, some industry observers caution 
against moving too quickly into the IoT 
space. Gerardo Dada, vice president of prod-
uct marketing and strategy at SolarWinds, 
warns against having “inflated expectations 
for IoT,” noting that, while, yes, “our world 
is clearly getting inundated by more intelli-
gent devices, including smart thermostats 
and cameras,” it has been blown a little out 
of proportion in terms of the short-term 

The combination of IoT, big data, and  

greater connectivity is giving organizations across 

industries more control and insight into their business.
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impact for IT departments. “Yes, there are 
business opportunities to device manufac-
turers that come up with new useful devices. 
Beyond that, I am not planning to re-think 
my home setup because we have a new 
Roomba iRobot, and our IT department is 
not rolling out new IT management strate-
gies to monitor the new IP-enabled fridge 
on the second floor.”

THE RISE OF COGNITIVE COMPUTING
The combination of AI and machine 

learning heralds value for the data commu-
nity—if enterprises can figure out how to 
make them deliver the dividends promised. 
“Enterprises are taking a pragmatic perspec-
tive of machine learning, realizing there’s 
still much to learn,” said Ramon Chen, chief 
product officer at Reltio. Proponents need to 
zero in on the benefits machine learning can 
deliver “in order for it to be accurately mea-
sured so it doesn’t get labeled yet another data 
science project with limited value,” he added. 

To Bob Selfridge, CEO and founder of 
TMMData, AI and machine learning today 
are “where big data was about 5 years ago. 
Everyone’s in agreement that it’s got huge 
potential, but not everyone’s totally sure 
what it means for their organization or 
how they want to ultimately utilize it.” The 
difference, he added, is that business lead-
ers—who were initially confused about big 
data—intuitively grasp that AI and machine 
learning can deliver great value, especially in 
terms of time and money saved.

Oracle’s Cox sees AI and machine learn-
ing as part of a larger enterprise drive to 
broader cloud adoption and digital transfor-
mation. However, he cautions, “it’s still very 
early in the actual implementation phase of 
these emerging technologies. For example, 
we are seeing some early adopters transition 
fully to the cloud, but many are still trying 
to execute on making incremental shifts. 
At this moment in time, implementing AI, 
machine learning, and other emerging tech-
nologies is the second phase in this process. 
It’s important that they take this first step 
of making the transition to the cloud to lay 
the foundations. Then, organizations will 
be future-ready and can continue layering 
in emerging technologies like AI, machine 
learning, and more.”

Levy-Yurista agreed that AI and machine 
learning are still in the nascent stages, and 
likely to “not advance to mainstream for 
another 2–5 years.” At the same time, he 
added, “we are seeing more and more that 

organizations recognize the importance of 
AI and are working to rapidly explore poten-
tial implementations.” McFadin predicts the 
“AI and machine learning wave will remain 
embedded into products purchased in the 
enterprise. This technology trend will be less 
of an impact on enterprise hiring and inter-
nal adoption. This matches an overall trend 
where these technologies will somewhat dis-
appear into the background and just make 
products better overall.”

Selfridge also sees pockets of adoption 
for machine learning, which he defines as 
“the ability for software to use historical data 
to predict what’s likely to happen in the next 
minutes or hours,” versus AI, which is “able 
to use current data to take action in the next 
couple of seconds.” Marketers, for example, 
are “working with attribution systems for 
targeted advertising and messaging—inte-
grating datasets to precisely identify cus-

tomers with the right amount of dispos-
able income and accurate blend of online 
behaviors to indicate they are looking for 
investment vehicles.” The sub-second deci-
sion making that characterizes AI may be a 
ways off, however. “It’s less clear that enter-
prises are currently at a point where they 
have enough trustworthy data and validated 
machine learning algorithms to correctly 
apply models or AI capabilities to actually 
allow applications to make decisions inde-
pendently,” said Selfridge. 

Before AI and machine learning take 
hold, there is another area that has the 
attention of many enterprises, and that is 
robotic process automation. Adoption of 
machine intelligence is not yet widespread, 
Nick Kramer, senior director of data and 
analytics at SSA, observed: “What’s driv-
ing the conversation right now is robotic 
process automation. Our financial services 
clients are keenly interested in driving out 
cost and improving customer service; that’s 
where we’re starting to support the transi-
tion from talk to action.” 

Even at this more basic level, “there is 
also a fair amount of organizational angst 
about the robots taking jobs away,” Kramer 
continued. “When executing changes to the 
operating model we will ask, ‘Should this 
task or decision be handled by people or by 
a bot?’ If it’s by a bot, then the questions, 
we believe, become exactly analogous to the 
questions we ask today about our resources: 
‘Do we add responsibilities or change the 
role of an existing model, leveraging exist-
ing skills, capabilities, and features? What’s 
the ramp-up time?’ The knock-on effect of 
machine intelligence on our execution and 
change management is a fascinating part of 
the evolution, often unheralded but equally 
important, to achieving sustainable ROI.”

The move to more machine intelligence 
may end up taking more time to unfold 
anyway. As Chen put it, “Many companies 
are not ready for any AI machine-learn-

ing initiatives because the data is in poor 
shape. First, they must work on establishing 
a reliable data foundation, then look for a 
closed-loop solution that ensures reliable 
data, relevant insights, and intelligent rec-
ommendations with predictive analytics 
and machine learning.”

CLOUD KEEPS PROLIFERATING
Perhaps the technology or methodology 

that has had the most pronounced impact 
in recent years is cloud computing. “The 
cloud gives enterprise employees access to 
insights and data that they’ve never had 
before—at scale,” Oracle’s Cox pointed out. 
“This, in turn, is changing their day-to-day 
roles, causing an increased need to broaden 
skill sets, communicate across multiple 
lines of business and identify new ways 
to drive overall business, which includes 
adding new and emerging technologies to 
cloud platforms.” In many ways, the avail-
ability of cloud computing power opens 
up greater possibilities for AI and machine 
learning, he said.

The combination of AI and machine learning herald 

value for the data community—if enterprises can figure 

out how to make them deliver the dividends promised.
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“Enterprises have traditionally deployed 
IT infrastructure on-premises, in their own 
data centers, for the best control, perfor-
mance, and efficiency,” said Scality’s Spe-
ciale. “With the rise of advanced business 
services in leading cloud services such as 
AWS and Microsoft Azure, enterprises want 
the ability to span across on-premises and 
cloud for data storage and workflow integra-
tion. This can result in a dramatic increase 
of enterprise users accessing the cloud 
and, moreover, increasing shared access to 
enterprise data from a wide range of B2B 
partners such as for manufacturing supply 
chains, but also B2C for access to online data 
in financial services, retail, and healthcare.”

While the cloud is seen as a remedy to 
the increasing complexity of IT and data-
base operations, it may actually be adding to 
that complexity. “Not only have we seen the 
problem in traditional virtualization envi-
ronments, but with the rise in adoption of 
the public and hybrid clouds, the challenge 
becomes much greater,” said Eric Wright, 
principal solutions engineer and technol-
ogy evangelist for Turbonomic. “Knowing 
which workloads should run on-premises, 
and which ones in the cloud, and how to 
manage the transition is challenging—and 
mistakes are critical and costly. The promise 
of the flexibility and the advantage of the 
hybrid cloud has also come with increasing 
challenges for businesses and their IT oper-
ations. The challenges in hybrid cloud man-
agement cannot be solved at human scale.  It 
must be done through software. Organiza-
tions need an autonomic system that is both 
self-managing and self-regulating.”

While cloud keeps surging in popularity, 
the future is both in the cloud and on-prem-
ises for data sites, observers agree. “Most 
companies will still need to have data both 
in the cloud and on-premises,” said Hor-
tonworks’ Loubser. The challenge is estab-
lishing data architectures that will “span 
this complex world and allow workloads to 

move from on-premises to the cloud or vice 
versa.” In many ways, on-premises solutions 
are mimicking cloud environments to help 
drive business adoption, he added.

In the process, the rise of cloud is cre-
ating a new breed of “accidental cloud 
DBAs,” Dada stated. “What I mean by that 
is DBAs who have mastered their trade have 
suddenly found themselves responsible for 
managing databases in the cloud. DBAs will 
have a hard time losing some of the con-
trol of their databases, where in other ways 
they will have more control and be able to 
focus on more valuable aspects of database 
administration once the cloud takes care of 
basic server maintenance tasks.”

THE YEAR AHEAD
For the year ahead, expect to see solu-

tions providers focusing on bringing cog-
nitive computing ever closer to real-time 
decision making. “We will see real-time data 
analytics being used to inform immediate 
decisions,” said Loubser. “Data no longer 
just needs to be analyzed, but decisions and 
insights need to be generated as close to the 
point of inception as possible. Decisions are 
perishable. The key is to manage data-at-rest 
and data-in-motion in a continuous con-
nected architecture.”

Sullivan sees AI as “the new UI,” observ-
ing that artificial intelligence will gradually 
assume functions once performed at the 
user interface level. “Organizations will 
increasingly leverage the technology to 
become the new user interface with which 
their employees and customers interact.” 
Such technologies are part of a movement 
toward becoming platform companies, as 
a way “to build a network of digital part-
ners that will not only enhance their existing 
business but also allow them to join newly 
emerging digital ecosystems.”

The rise of platform-based organiza-
tions means the end of “top-down man-
agement and systems controls that dictated 

the course of businesses and supporting 
infrastructures,” said Rick Chavie, CEO of 
EnterWorks. It is being rapidly supplanted 
by a data-driven, “product information 
world,” supported by “a feedback loop 
based on a test-and-learn approach to cus-
tomer interactions can streamline insight 
creation and harvesting for the benefit of 
product designers and category managers.” 
As a result, enterprises no longer will have 
the burden of managing ungainly terabytes 
or petabytes of data that never see the light 
of day, he said. They will not need to “boil 
the ocean of vast data stores; they can con-
trol and manage interactions with a control 
system that directly converges product-cus-
tomer interactions.”

Jai Ganesh, vice president and head of 
Mphasis NEXT Labs, suggests that the mar-
ket is evolving from data-driven enterprise 
to that of an “insights-driven enterprise.” 
This is because “data is growing exponen-
tially, and this presents challenges for enter-
prises who want to monitor and mine these 
data sources. An ideal insight-driven enter-
prise engages real-time with enterprise data 
sources. Such an enterprise would be able 
to help decision makers by providing them 
with the right enterprise data metrics that 
will influence their strategy, products, ser-
vices, and brand.”

The net result is “the traditional model 
of transaction databases feeding data ware-
houses is dying or dead,” said Chris Buckel, 
director of presales for EMEA and technol-
ogy evangelist at Kaminario. “Incoming data 
streams—the firehose—have such high vol-
umes that, if they are not examined in real 
time, their data either cannot be processed 
or loses value through being stale. The result 
is that the data streams themselves are now 
the key central component of many modern 
architectures, while transactional databases 
have lost some of their glory. To see this in 
action, look at the increased adoption of 
next-generation streams technologies such 
as Apache Kafka and Amazon Web Services’ 
Kinesis Streams.”

As these new technologies and approaches 
gain hold, “organizations will think about 
their data management strategy in a holistic 
manner,” said Chen. “Master data manage-
ment, reference data management, big data, 
analytics, AI, and machine learning will all 
be a part of that strategy, based on business 
objectives. Modern data management plat-
forms need to support that.  n

While cloud keeps surging in popularity, the  

future is both in the cloud and on-premises for  

data sites, observers agree.
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Who provides the best relational database, what is the best  
NoSQL database, which company has the best Hadoop platform?  

To find out, Database Trends and Applications magazine  
went straight to the experts.

Each year, DBTA asks subscribers to vote for the DBTA Readers’ 
Choice Awards. Unlike any other awards programs conducted by 

DBTA, this one is unique because the nominees are submitted and 
the winners are chosen by DBTA readers.

Representative of the IT industry itself, the categories for the 
DBTA Readers’ Choice awards are wide-ranging and constantly 

evolving. As they do each year, the awards categories span 
newer technologies such as streaming data solutions, Hadoop 

distributions, NoSQL database products, and cloud services, 
in addition to more established segments of the market such 

as relational database management, MultiValue database 
technology, business intelligence, data integration, and security.

Two new categories were added in 2017—“best data visualization 
solution” and “best IoT solution.” In all, there were 27 categories 

in which to vote, providing ample opportunity for a variety  
of products and services spanning a wide array of  

technologies to be recognized. 

There continue to be many resources for gaining information 
about products and services, but we believe that hearing about 

a product or service from an associate, a colleague—or a fellow 
DBTA reader—is also useful. The DBTA Readers’ Choice Awards 

program is intended to support a continuing dialogue about the 
changing IT marketplace and is our way of recognizing vendors 
that are working to provide solutions and services to effectively 

solve today’s tough data challenges. 

—Joyce Wells
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Best Database Overall 
MongoDB 
www.mongodb.com  
FINALISTS  
Microsoft SQL Server 
www.microsoft.com  
Oracle Database 
www.oracle.com 

Best Relational Database 
Microsoft 
www.microsoft.com  
FINALISTS  
Oracle MySQL 
www.oracle.com  
Oracle Database 
www.oracle.com 

Best Cloud Database 
Amazon RDS 
http://aws.amazon.com 
FINALISTS  
MongoDB Atlas 
www.mongodb.com  
Microsoft Azure SQL 
www.microsoft.com 

Best NoSQL Database 
MongoDB 
www.mongodb.com 
FINALISTS 
Cassandra (DataStax) 
www.datastax.com  
MapR-DB 
https://mapr.com  

Best MultiValue Database 
Rocket D3 
www.rocketsoftware.com  
FINALISTS 
Pick Cloud DBaaS 
www.mypickcloud.com  
Rocket UniVerse 
www.rocketsoftware.com  

Best In-Memory Solution 
SAP HANA 
www.sap.com 
FINALISTS 
Redis 
https://redis.io  
Aerospike 
www.aerospike.com 

Best Hadoop Solution 
Cloudera 
www.cloudera.com  
FINALISTS 
Hortonworks 
https://hortonworks.com   
Amazon Elastic MapReduce 
https://aws.amazon.com  

Best Database Administration Solution 
Navicat Premium 
www.navicat.com  
FINALISTS 
Quest Toad DBA Suite 
www.quest.com  
SolarWinds Database Performance Analyzer 
www.solarwinds.com  

Best Database Development Solution 
Quest Toad Development Suite 
www.quest.com  
FINALISTS 
Datical DB 
www.datical.com  
IDERA DB PowerStudio 
www.idera.com 

Best Database Performance Solution 
Oracle Enterprise Manager 12c 
www.oracle.com 
FINALISTS 
SQL Sentry 
www.sentryone.com 
Quest Foglight 
www.quest.com 

www.microsoft.com
www.mongodb.com
https://mapr.com
www.mypickcloud.com
www.rocketsoftware.com
http://www.sap.com
https://redis.io
www.aerospike.com
www.cloudera.com
https://hortonworks.com
https://aws.amazon.com
www.quest.com
www.solarwinds.com
www.quest.com
www.datical.com 

www.oracle.com
www.sentryone.com
www.quest.com
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Best Database Backup Solution 
Veritas NetBackup 
www.veritas.com 
FINALISTS  
EMC Data Domain 
www.emc.com  
Quest Litespeed for SQL Server 
www.quest.com 

Best Data Security Solution 
Oracle Audit Vault and Database Firewall 
www.oracle.com 
FINALISTS  
IBM Watson for Cybersecurity 
www.ibm.com  
McAfee Database Activity Monitoring 
www.mcafee.com 

Best Data Modeling Solution 
erwin Data Modeler 
http://erwin.com 
FINALISTS  
Quest Toad Data Modeler 
www.quest.com  
Navicat Data Modeler 
www.navicat.com 

Best Data Quality Solution 
Quest Toad Data Point 
www.quest.com  
FINALISTS 
IBM InfoSphere Information Server  
for Data Governance 
www.ibm.com 
BackOffice Associates Data Stewardship Platform 
www.boaweb.com 

Best Data Governance Solution 
BackOffice Associates Data  
Stewardship Platform 
www.boaweb.com 
FINALISTS  
IBM InfoSphere Optim Data Management 
www.ibm.com  
Reltio Cloud Workflow and Collaboration 
www.reltio.com 

Best Data Integration Solution 
Liaison Technologies ALLOY 
www.liaison.com 
FINALISTS 
Denodo Platform 
www.denodo.com 
BackOffice Associates HiT Software DBMoto 
www.boaweb.com  

Best Data Replication Solution 
Attunity Data Replication 
www.attunity.com 
FINALISTS  
Oracle GoldenGate 
www.oracle.com 
Quest SharePlex 
www.quest.com 

Best Change Data Capture Solution 
Quest SharePlex 
www.quest.com 
FINALISTS 
Attunity CDC 
www.attunity.com   
Oracle CDC 
www.oracle.com 

Best Data Virtualization Solution 
Denodo Platform 
www.denodo.com 
FINALISTS  
Red Hat JBoss Data Virtualization 
www.redhat.com 
Oracle Database 12c Multitenant 
www.oracle.com 

Best IoT Solution 
Amazon IoT Platform 
https://aws.amazon.com  
FINALISTS 
Splunk Platform 
www.splunk.com   
MapR Edge 
https://mapr.com  

www.quest.com
www.ibm.com
www.quest.com
www.quest.com
www.ibm.com
www.reltio.com
www.liaison.com
www.denodo.com
www.boaweb.com
www.attunity.com
www.oracle.com
www.quest.com
www.quest.com
www.attunity.com
www.oracle.com
www.denodo.com
www.redhat.com
www.oracle.com
https://aws.amazon.com
www.splunk.com
https://mapr.com
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Best Streaming Data Solution 
MapR Streams 
www.mapr.com 
FINALISTS  
TIBCO StreamBase 
www.tibco.com  
Oracle Streams 
www.oracle.com 

Best Business Intelligence Solution 
Tableau Server 
www.tableau.com 
FINALISTS  
Quest Toad Data Point 
www.quest.com   
TIBCO Spotfire 
https://spotfire.tibco.com  

Best Data Analytics Solution 
Microsoft SQL Server Analysis  
Services Data Mining 
www.microsoft.com 
FINALISTS 
Teradata Warehouse Miner 
www.teradata.com  
Reltio Insights 
www.reltio.com 

Best Data Visualization Solution 
Tableau Server 
www.tableau.com 
FINALISTS 
TIBCO Spotfire 
https://spotfire.tibco.com   
QlikSense 
www.qlik.com  

Best Cloud Solution 
Amazon Web Services 
https://aws.amazon.com  
FINALISTS 
Microsoft Azure 
www.microsoft.com  
Reltio Cloud and Data Driven Applications 
www.reltio.com 

Best Data Storage Solution 
Amazon Simple Storage Service (S3) 
https://aws.amazon.com 
FINALISTS  
MapR-FS 
https://mapr.com   
NetApp Storage Products 
www.netapp.com  

Best Big Data Platform 
MongoDB 
www.mongodb.com 
FINALISTS  
Cloudera Enterprise 
www.cloudera.com   
MarkLogic 
www.marklogic.com 

www.oracle.com
www.quest.com
https://spotfire.tibco.com
www.microsoft.com
www.teradata.com
www.reltio.com
https://spotfire.tibco.com
www.qlik.com
https://aws.amazon.com
www.microsoft.com
www.reltio.com
https://aws.amazon.com
https://mapr.com
www.netapp.com
www.mongodb.com
www.cloudera.com
www.marklogic.com
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WINNERS’ 
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Nearly 8 years ago, we introduced 
the Amazon Relational Database Service 
(RDS) based on customer requests for a 
way to lower the cost and complexity of 
database management. We started with 
the popular MySQL open-source data-
base, then added Oracle, SQL Server, 
PostgreSQL, and MariaDB engines.

Customers told us they wanted the per-
formance and availability of commercial databases at the 
price of open source. This led us to build Amazon Aurora, 
a MySQL-compatible database that innovates on the engine 
and storage layers to deliver five times the performance of 
MySQL at one-tenth the price of commercial databases. We 
listened when they asked for a PostgreSQL-compatible ver-
sion of Amazon Aurora, which we introduced last Novem-
ber. Over the life of Amazon RDS we’ve focused on making 
relational databases more manageable, scalable, and available. 
Over 90% of our roadmap is the result of feedback we receive 
from customers.

While customers have benefitted from our cloud-native data-
bases and database management, they also asked for help 
moving their databases to the cloud, and between database 
engines. So we created the AWS Database Migration Service 
(DMS) and AWS Schema Conversion Tool, which allows them 
to migrate databases to AWS and between engines with virtu-
ally no downtime. Over 30,000 databases have been success-
fully migrated with DMS.

We’re excited to continue innovating on behalf of customers, 
lowering the cost of managing relational databases, provid-
ing levels of scalability and availability that have traditionally 
been difficult to achieve, and enabling database freedom.

Amazon Web Services (AWS) 
https://aws.amazon.com/rds/

Raju Gulabani
VP AI, Analytics 
and Database

Amazon Web Services (AWS)
Attunity Replicate— 
Taking Data Replication  
to the Next Level 

As data volumes, varieties and veloc-
ities continue to scale around the world, 
one thing remains true. Data integration 
continues to be one of the most challeng-
ing parts of the data management and 
analytics processes. Companies that are 
struggling with this challenge today are 

turning to Attunity Replicate.
Recently crowned a DBTA Reader’s Choice Award winner 

for “Best Data Replication Solution 2017,” and a Challenger 
on Gartner’s 2016 Magic Quadrant for Data Integration, 
Attunity Replicate is a universal data replication and inges-
tion solution featuring real-time change data capture (CDC) 
technology. 

Attunity Replicate empowers organizations to acceler-
ate data replication, ingestion and streaming across a wide 
range of heterogeneous databases, data warehouses and Big 
Data platforms like Hadoop and Cloud. Used by hundreds of 
enterprises worldwide, Attunity Replicate moves  data easily, 
securely and efficiently with an agentless design that allows 
for minimal operational impact. 

Customers, including half the Fortune 100, use Attunity to 
simplify massive data ingestion into Big Data platforms from 
thousands of sources, and use Attunity Enterprise Manager to 
monitor it all in a single view. Attunity Replicate customers 
include Verizon, Ford, Philips, SwissLife, and Zurich Insur-
ance, to name a few. 

To learn more, you can visit our website at www.attunity.
com, or download the latest Attunity Replicate technical 
whitepaper at www.attunity.com/dbtaWP. 

And if you’re the type who likes to cut to the chase and try 
it yourself, sign up for an Attunity Replicate FREE TRIAL at 
www.attunity.com/dbtaTrial.

Attunity 
www.attunity.com

Itamar Ankorion, 
CMO

Attunity

https://aws.amazon.com/rds/
https://aws.amazon.com/rds/aurora/
https://aws.amazon.com/dms/
https://aws.amazon.com/rds
http://www.attunity.com/dbtaWP
www.attunity.com/dbtaTrial
http://www.attunity.com
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For the third year in a row, we are 
honored to be the DBTA Readers’ Choice 
Award recipient for Best Data Governance 
Solution. As the data-connected market-
place evolves and expands, BackOffice 
Associates remains ahead of the curve in 
delivering premier information gover-
nance and data stewardship solutions for 
world-class organizations. As customer, 
material, financial, HR and other types of 
data are being used in real time to inform 

mission-critical business decisions, proper data quality and 
governance are vital for ensuring relevant and validated data. 
BackOffice’s Data Stewardship Platform (DSP) delivers a sin-
gle platform for managing every phase of the data journey—
from data policy setting through execution, enforcement and 
archiving.

Today’s enterprise IT landscapes are comprised of a diverse 
array of systems extending beyond traditional ERP, including 
both cloud and on-premise applications for cross-depart-
mental use, as well as unstructured data from social platforms 
and physical machines. This heterogeneous environment 
requires both business and IT users to engage in the data 
management and governance process across the organization. 
BackOffice Associates’ solutions specialize in supporting both 
business and IT stakeholders with collaborative interfaces and 
workflows that empower all corporate roles to maximize the 
power of data in their organization and help support trans-
formative initiatives such as Artificial Intelligence and Digital 
Transformation.

The DSP was designed to deliver on BackOffice Associates’ 
mission—guaranteeing superior customer performance by 
unlocking the power of data. Providing information gover-
nance orchestration across data migration, archival, quality, 
analytics, master data management and business process gov-
ernance, the DSP helps organizations design, set, execute and 
enforce data policies across all data and systems. It promotes 
reuse of data for ongoing efficiencies across all systems and 
helps organizations maintain compliance and drive better 
business outcomes. At BackOffice Associates, we will continue 
investing in our collective offerings, which will enable our 
customers to have access to the most forward looking solu-
tions to ensure business-ready data.

BackOffice Associates 
www.boaweb.com 

Rex Ahlstrom,
Chief Strategy & 

Technology Officer

BackOffice Associates
Companies need real-time access to 
critical data, so they can increase revenue 
via improved cross-selling and up-selling 
efforts; maintain compliance with 
increasingly stringent industry-specific 
and regional regulatory requirements; and 
reduce costs by streamlining operational, 
supply-chain, and business processes. 

However, data is siloed across disparate 
systems, hindering real-time access 
across cloud and on-premises systems. 

Traditional data integration tools, such as ETL processes, are 
too resource-intensive for integrating cloud and on-premises 
data sources, and they cannot integrate streaming data and 
data-at-rest in real time. It is also challenging to use ETL 
processes to maintain consistent policies for data access and 
governance across silos.

Data virtualization provides the perfect solution by 
modernizing data integration. Rather than moving copies of 
the data to a new, integrated repository, data virtualization 
provides integrated views of the data across the disparate 
sources in real time, abstracting consumers of the data from 
the complexities of access. By avoiding data replication, 
data virtualization reduces development time and overall 
TCO. And because it provides the data in real time, data 
virtualization enables timely decision-making. To top it all 
off, data virtualization simplifies data security, privacy, and 
audit through centralized metadata, security, and governance.

Denodo provides an innovative data virtualization 
platform that is many years ahead of its competitors. The 
Denodo Platform delivers easier access to information 
for agile BI, big data analytics, and cloud integration. As a 
testament to the value of Denodo technology, hundreds of 
customers across five continents in more than 30 industries 
rely on the Denodo Platform for mission-critical projects.

Denodo 
www.denodo.com 

Ravi Shankar, 
Chief Marketing 

Officer

Denodo

http://www.denodo.com/en
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Data management isn’t just a tech-
nology conversation, but it does require 
the right technology. That’s where erwin 
comes in and why we’re excited to win 
the DBTA Readers’ Choice Award for data 
modeling for the fourth consecutive year. 

While data has been accepted as a 
strategic asset and transformational tool 
in theory, companies still have challenges 
mastering it. This opportunity led erwin 

to expand its focus from data modeling to data management, 
and we’ve doubled our R&D investment to bring innovation 
across that spectrum, including enterprise architecture, busi-
ness processing modeling and data governance. 

These disciplines typically have been siloed practices with 
disparate tools that don’t enable collaboration. However, suc-
cess in this digital business age requires an integrated, holistic 
approach to data management that enables an organization to:

•  Effectively manage and govern massive volumes of data
•  Consolidate and build applications with hybrid archi-

tectures, including traditional, big data, cloud and on 
premise 

•  Support expanding regulatory requirements, such as 
GDPR 

•  Simplify collaboration across key roles and improve 
alignment with accurate financial and operational 
information

•  Improve business processes for operational efficiency and 
compliance  

•  Empower employees with self-service access for enter-
prise data capability, fluency and accountability, giving 
them the right information at the right time to improve 
decision-making

How you manage mission-critical information determines 
your ability to create new products, improve productivity and 
influence customer behavior. Without accurate insights across 
the enterprise, neither these nor any other C-level objective 
can be achieved. But integrated data management provides 
greater visibility, context, value and collaboration for data-
driven success.

erwin, Inc. 
www.erwin.com 
Subscribe to the erwin LinkedIn group, and follow us on 
Twitter @erwinModeling 

Adam Famularo,
CEO of erwin, Inc.

erwin Data Modeler
It’s no stretch to say that data is play-
ing as pivotal a role in economic evolu-
tion today as mechanization did in an 
earlier age and the advent of the internet 
did a generation ago. The value of data 
will only accelerate as new sources come 
online from multiple directions, includ-
ing the Internet of Things and social 
media platforms. But before companies 
can fully capitalize on their most valuable 
asset, their data, they must find an effi-

cient way to integrate and manage it. 

A recent report developed by Liaison in partnership with The 
Aberdeen Group revealed that this need to harness data is 
driving enterprises to replace 84% of all middleware over the 
next four years as they shift to the cloud to support digital 
transformation. Liaison’s groundbreaking ALLOYTM Platform 
provides the answer. 

Purpose-built to address resource scarcity as well as data lib-
eration needs, ALLOY is a truly revolutionary platform that 
solves problems that legacy middleware and traditional inte-
gration Platform as a Service (iPaaS) solutions can’t address. 
Liaison’s unique managed services approach adds a whole 
new dimension to companies’ data strategies, returning 
bandwidth to data and IT teams while consistently delivering 
access to clean, harmonized data.  

ALLOY is the first cloud-based platform to offer unified inte-
gration and data management capabilities. Customers who 
use ALLOY can break down internal data silos and more 
effectively integrate data from disparate sources—without the 
steep overhead costs of handling it in-house. ALLOY enables 
companies to integrate and manage data securely, meeting 
dynamic compliance requirements. 

Data is the new currency of business, and as information 
drives the economy in the years to come, competence in inte-
grating and managing data will become even more essential 
for success. ALLOY delivers a central repository of high-qual-
ity data to power business analytics. The platform’s advanced 
microservices architecture and compliance features also allow 
companies to scale up operations, innovate and drive change 
confidently as they move toward a data-inspired future.

Liaison Technologies 
www.liaison.com/

Rob Consoli, 
Chief Revenue 

Officer

Liaison Technologies

https://www.linkedin.com/groups/2637898/profile
https://twitter.com/erwinmodeling
https://www.liaison.com/2017/07/06/liaison-engages-aberdeen-group-conduct-comprehensive-survey-current-state-middleware-market/
https://www.liaison.com/liaison-alloy-platform/.
http://www.liaison.com/
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It’s gratifying for Rocket Software to 
be recognized by our customers for our 
MultiValue solutions, which offer fast and 
easy-to-use database management for the 
digital transformation needs of today’s 
businesses. But it’s even better to have 
Rocket D3 honored with the DBTA award 
for the second year in a row, proving that 
we’re addressing real problems faced by 
people every day, and we’re doing it right.

The hardest part about winning is staying on top, which is 
why Rocket has the largest team of dedicated MultiValue 
developers in the world constantly adding new capabilities 
to our MultiValue product lines: Rocket® D3, Rocket® 
Universe and Rocket® UniData. We know that even the best 
technologies can fade away without constant innovation to 
keep them relevant. That’s why our mission is to continue to 
broaden the usefulness of our Rocket MultiValue Application 
Platform, making it faster and even easier to use.

A recently published IDC report notes that the Rocket 
MultiValue Application Platform addresses developers’ 
demands for access to popular programming languages. Fully-
integrated support for Python and JavaScript allows developers 
to immediately take advantage of MV in a familiar language. 
The Rocket MultiValue Application Platform is designed to 
make business application development “quick and simple,” 
says the report, thus “warranting serious consideration” by 
enterprises in the process of digital transformation and in 
need of a platform that embraces open source languages. 

We’d like to thank the readers of DBTA for selecting Rocket 
Software as a power tool for modernization in 2017…and 
we’re already looking forward to a threepeat in 2018!

Rocket Software 
www.rocketsoftware.com

John Bramley, 
VP, Application 

Platforms

Rocket Software
For the second year in a row, Navi-
cat has been selected as the Best Data-
base Administration Solution. Our team 
is proud to have Navicat be voted by 
the DBTA readers who use our products 
every day. This is an amazing recognition 
of the hard work we do, and we want to 

say again a big Thank You to DBTA readers.

Navicat Premium is a multi-connection database devel-
opment tool which allows you to connect up to 6 databases 
within a single application: MySQL, MariaDB, SQL Server, 
SQLite, Oracle and PostgreSQL, creating a quick and easy 
access to all your databases all at once. Compatible with cloud 
databases like Amazon RDS, Amazon Aurora, Amazon Red-
shift, SQL Azure, Oracle Cloud and Google Cloud, you can 
quickly and easily build, manage and maintain your databases. 
With Navicat Cloud, you can synchronize your connection 
settings, queries and models across all your devices including 
Windows, macOS, Linux and iOS, so you can get real-time 
access to them and share them easily to your coworkers any-
time and anywhere. 

More than 40% of Fortune 500 companies count on 
Navicat every day.

Navicat is the choice of over 3 million database users all 
around the world. Over 150,000 registered customers across 
7 continents and 138 countries have chosen our products. We 
have more than 15 years of providing database management 
solutions and we will continue to offer world-class customer 
support and exciting new features.

Download a 14-day free trial of Navicat Premium at: 
https://www.navicat.com/download/navicat-premium

For more information, join our community on Twitter, 
Facebook, LinkedIn and YouTube.

Navicat 
www.navicat.com 

Navicat

www.rocketsoftware.com
http://www.rocketsoftware.com/product-categories/dbms-and-application-servers/benefits/high-performance-solutions?rcid=mm-pr-mv-bft-2
http://www.rocketsoftware.com/products/rocket-u2/rocket-universe?rcid=mm-pr-mv-prd-universe
http://www.rocketsoftware.com/products/rocket-u2/rocket-universe?rcid=mm-pr-mv-prd-universe
http://www.rocketsoftware.com/products/rocket-u2/rocket-unidata?rcid=mm-pr-mv-prd-unidata
http://www.rocketsoftware.com/sites/default/files/resource_files/idc_technology_spotlight_us42829017.pdf
http://www.rocketsoftware.com
https://www.navicat.com/download/navicat-premium
https://twitter.com/_navicat
https://www.facebook.com/like.navicat
http://www.linkedin.com/company/navicat
http://www.youtube.com/user/navicatgui
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Data has become the secret sauce to 
corporate innovation and success. But 
we’re not just talking about the raw bits 
and bytes that are jamming up storage 
systems and network feeds. In and of 
itself, data has little value or use. But 
when applications or algorithms are 
applied against this data, it becomes an 
illuminating beacon, shining lights and 
opening business minds as never before.

Data is the essential fuel of the data-
driven digital enterprise everyone is 
seeking to build. But it needs context 
and consistency. In many ways, data 
integration is the prerequisite for 
digitization. It’s especially important as 
time is an essential element within the 
digital enterprise, as time-to-insight and 
time-to-action are critical competitive 
differentiators. The demand for quick, 
easy access to information among 
decision makers is growing. 

As the digital enterprise grows, 
so do efforts to combine data into 

meaningful information. A recent 
survey by Unisphere Research, a 
division of Information Today, Inc., 
among members of the Independent 
Oracle Users Group confirms that 
the era of data silos is coming to an 
end. Organizations are increasingly 
embracing universal approaches to 
managing data across their entire 
asset base. However, the survey also 
found, the tooling to accomplish 
this has yet to catch up. The survey 
results indicate customers have or 
are planning to consolidate databases 
to gain efficiencies and savings from 
consolidation. About one-third already 
run common converged infrastructure 
or are in the process of consolidating 
these environments. Another 26% 
are planning or considering such 
consolidation (“Consolidate, Virtualize, 
Automate, and Standardize: 2016 
IOUG IT Resources Survey,” Unisphere 
Research, September, 2016).

At the same time, there’s a 
recognition that data is a key component 
of competitiveness in the new digital 
economy moving forward. A recent 
survey from Capgemini found that 64% 
of respondents agreed that big data is 
changing traditional business boundaries 
and enabling non-traditional providers 
to move into their industries; 53% 
said data-driven startups are already 
disrupting their industry spaces.  

The challenge, then, is to have all the 
data needed at the ready to compete 
in this data-driven environment—
and not be slowed down manually 
prepping needed information. A new 
generation of technologies is emerging 
to enable flexible, agile, and efficient 
data integration approaches—from 
self-service tools and platforms to cloud-
based services and real-time solutions.

Such solutions leverage cloud, 
collaborative, and analytical platforms 
and technologies that are designed 

SEVEN 
GOOD  
REASONS
for Data 
Integration Now
Best Practices Series
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to build data ecosystems in which 
developers, designers, users, and 
suppliers can exchange ideas and 
techniques while delivering high-speed 
processing capabilities. Such solutions 
and approaches are intended to provide 
a common service layer that abstracts 
underlying databases and applications 
while encouraging the sharing of 
information. Today’s new generation of 
cloud-born solutions lighten the load 
even further for organizations, enabling 
high levels of scalability while relieving 
enterprise IT and data departments of 
needing to tend to the plumbing and 
connectors underneath their separate data 
stores. Environments such as Hadoop also 
bring various forms of data together, and 
these, too, can be hosted in the cloud. 

Here’s how data integration initiatives 
can propel the digital enterprise forward:

AUTOMATE AND SIMPLIFY 
DATA DISCOVERY, CAPTURE, 
AND ANALYSIS. 

Business analysts are challenged with 
too much data and are often tasked with 
seeking small nuggets of information 
amidst oceans of data. They also need 
to look across data silos to have a 
better-rounded picture of the business 
challenge they are addressing. Data 
integration on the back end—whether 
in the cloud or on-premises—frees these 
analysts up to focus on their business 
problems or opportunities rather than to 
fiddle with manually scripting solutions 
to rationalize data. 

GET A BETTER GRIP ON THE 
INTERNET OF THINGS. 

IoT is poised to dramatically alter 
corporate business models. For example, 
if products are able to communicate their 
status back to the company that makes 
them—such as elevators signaling when 
maintenance is required—organizations 
can shift from the role of manufacturer to 
that of 24x7 service provider. The ability 
to keep lines of communication open 
with sensors, software, or devices in the 
field will propel many businesses into this 
new era.

PROVIDE A WORKING 
FOUNDATION FOR ARTIFICIAL 
INTELLIGENCE (AI) AND 
MACHINE LEARNING. 

Data is the fuel of AI and machine 
learning, which is seen as the force 
that will drive automated decision 
making within the digital enterprise. 
Data needs to be constantly fed and 
refreshed into AI or machine learning 
algorithms. As demonstrated by large 
web companies such as Google and 
Amazon, large datasets can be employed 
within continuous feedback loops 
within online systems to support real-
time transactions. Now, mainstream 
businesses increasingly have access 
to the same kind of AI and machine 
learning power and, most importantly, 
vastly expanding datasets to make such 
advancements possible. By integrating 
data sources at the back end, the 
possibilities are limitless in this bold  
new field.

GROW THE BUSINESS, AND 
OPEN UP NEW PRODUCT LINES. 

The availability of information 
opens up new ways to better understand 
markets and customers as well as a two-
way interaction for greater innovation 
and design. No longer are products built 
and thrown out to the market—the 
name of the game now is collaboration 
with customers and partners who 
play an active role in the initial design 
and development of the products 
they consume. This open approach to 
innovation is data-driven and requires a 
robust data infrastructure. In addition, 
with data integration in place, there 
are opportunities to enable data to be 
packaged as a product in and of itself. 

REDUCE DUPLICATION, 
MAINTAIN ONE VERSION 
OF THE TRUTH. 

One of the greatest challenges 
organizations face today is that data 
on the same customers or transactions 
is often managed separately within 
the domains of different departments. 
Without data integration, different 
flavors of the same data may be managed 

and stored in different places across 
the enterprise.  In a digital business, 
which relies on multiple channels of 
contact or engagement with customers 
and partners, a single, real-time view 
is essential. At the same time, data is 
put to work where it counts. Different 
departments need data for different 
reasons, and this may vary from one 
moment to the next. Within traditional 
siloed environments, decision makers 
were either cut off from data that could 
help them, or unaware that certain 
reporting even exists. Or, there may 
be hard-coded data feeds set up that 
are no longer used, because business 
requirements have changed.  

LEVERAGE DATA OF ALL 
TYPES, REGARDLESS OF 
SOURCE OR FORMAT. 

For decision makers, a prime 
roadblock to gaining an expansive 
view of their environments was the 
many forms important data takes—
from relational data to social media to 
spreadsheets. This wide assortment of 
data and data types needs to be available 
at a meta layer for enterprise users.

HELP CUT COSTS AND 
INCREASE EFFICIENCY.

Relying on data to help automate 
data-driven decision making means 
services and information are delivered 
to customers faster and more efficiently. 
Plus, these systems are capable of scaling 
to meet new growth and opportunities 
while avoiding a proportionate increase 
in costs associated with ramping up 
staffing or facilities. Data emanating 
from operations can also provide 
insights on where corporate processes 
are not operating at peak performance, 
or if there are bottlenecks, thus 
providing managers with informed 
streamlining opportunities. Such 
information can also serve to help 
maintain the efficiency and cost-
effectiveness of the data management 
systems themselves.  n

 
 —Joe McKendrick



Sponsored Content20 AUGUST/SEPTEMBER  2017   |   DBTA

Unified Governance 
Helps Make it Possible 

to Discover Hidden 
Business Insights 

many businesses toDay are data driven, 
with both structured and unstructured 
data serving as the lifeblood of their 
daily operations. But in many cases, 
businesses fail to tap the full value of 
their data. For example, unstructured 
data in the form of emails, documents, 
meeting notes, call center notes, social 
media data and more represent an 
enormous store of business intelligence 
that often lives a short life before 
passing into an archive. Transactional 
data contains valuable market insights 
that may only become apparent when 
analyzed in the context of other 
structured and unstructured data. 

The siloed nature of enterprise 
data presents challenges for businesses 
aiming to extract greater value from 
their data. With different applications 
and organizations across the enterprise 
capturing data, it can be difficult to 
find all your data, access it, analyze it, 
and even manage data for compliance 
purposes. 

Unified Governance is an integrated 
approach that looks at all structured and 
unstructured data across the enterprise 
so that you can more effectively discover, 
enrich, integrate and manage data over 
its lifetime. 

This article examines 4 key questions 
about Unified Governance: 

•  How can you identify your data 
assets? 

•  How can you make them available 
within your company? 

•  How can you harness greater 
insights to gain more value from 
your data? 

•  How can you manage your 
data according to regulatory 
requirements? 

BREAK DOWN DATA 
SILOS BY ENABLING THE 
FINDING, MATCHING, 
AND TRANSFORMATION 
OF YOUR DATA FROM A 
VARIETY OF SOURCES 

Organizations need to be able to find 
their data and render into usable formats 
so they can make informed business and 
legal decisions. The first step towards 
successfully implementing your Unified 
Governance strategy is to have the right 
capabilities to discover and integrate 
all your data assets, from all data 
sources, including both structured and 
unstructured data. 

Discovering data assets involves more 
than just finding your data. You must 
also cleanse, transform, and deliver it 
into integrated data structures where 
it can be analyzed. There are other 
considerations as well. Businesses 
typically secure and govern access to data, 
not only to protect those data assets, but 
to comply with regulatory requirements. 
Transforming and integrating the data 
does not eliminate the need to secure it. 
Also, collecting data into integrated data 
structures means having a master data 
management system that provides trusted 
views of this data. 

By performing data discovery for all 
data sources across the enterprise, Unified 
Governance can connect and integrate 
data from different areas of operation. 
Businesses are then able to synchronize 
disparate data types, allowing a complete 
contextual view of what is happening in 
the business. Business stakeholders can 
gain a more complete view of information 
relevant to operational and strategic 
decision making. 

MAKE BOTH STRUCTURED 
AND UNSTRUCTURED DATA 
AVAILABLE THROUGH A 
SELF-SERVICE MODEL 

Once you have discovered your 
data, you need to turn it into trusted 
information. The real value comes from 
your business users being able to access 
and analyze it. The most effective Unified 
Governance solutions can deliver a self-
service data access model that provides 
ways to search and find the data you need. 

Unified Governance enables you 
to define policies that make the data 
available to those who need it, while 
helping to ensure it is not misused or its 
sensitive information exposed. In this way, 
users can access data that is designated for 
them while gaining an understanding of 
the legal and regulatory restrictions that 
come with access. 

Unified Governance can deliver this 
kind of user experience for data assets, 
both structured and unstructured, 
through dictionary style catalogs that 
include taxonomy, terminology, rules and 
other customizable metadata associated 
with the data. It helps build trust in data 
by cleansing and customizing data in near 
real-time, and it harnesses the power of 
integrated metadata. These capabilities 
make it easier to search for, compile, and 
analyze data, which can make analytical 
insights deeper and faster. 

TURN COMPLEX BUSINESS 
DATA INTO BUSINESS 
VALUE BY DISCOVERING 
HIDDEN INSIGHTS 

Through 2021, 80% of successful 
CDOs will have value creation or 
revenue generation as their #1 priority, 
up from <50% in 2016. (Source: Gartner 

https://www.gartner.com/webinar/3305417
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Webinar Presentation, Ten Ways CDOs 
Fail and How to Avoid the Traps, Doug 
Laney, October 2016). With the threat of 
data disruption from competitors on the 
rise, companies need to learn how to use 
their data effectively. 

For example, analyzing data can 
contribute to more efficient business 
operations. This might come from an 
analysis of customer comments left on 
social media in the context of actual sales 
activity and customer service logs. It 
may also come from comparing regional 
sales data to other demographic data for 
identifying new sales opportunities. 

Another way to monetize data is to 
leverage your data into new products and 
service offerings, or even change business 
models. For example, you might be an 
equipment manufacturer who captures 
data from sensors built into your 
products for purposes of streamlining 
maintenance. However, deeper analysis 
of that data, or combining that data 
with other business data, may enable 
you to offer more profitable contracts 
that open untapped markets, such as 
contracts that sell the productive output 
of your equipment rather than selling 
the equipment itself. 

Unified Governance solutions can 
empower your organization to be more 
agile and innovative in uncovering 
powerful business insights and 
converting this data into currency. 

BE PROACTIVE IN THE FACE 
OF AN EVER-CHANGING 
REGULATORY ENVIRONMENT 

As you collect more data, and as more 
users in your company share that data in 
collaborative business initiatives, challenges 
associated with regulatory compliance 

grows. At the same time, the regulatory 
environment is constantly changing, 
requiring rapid, enterprise-wide responses 
to new regulatory demands such as the 
European Union’s General Data Protection 
Regulation (GDPR). 

According to a recent PwC GDPR 
preparedness survey, GDPR compliance 
is a top data protection priority for 92% 
of US organizations in 2017. According 
to survey respondents, over three in four 
(77%) companies plan to allocate $1 
million or more on GDPR readiness and 
compliance efforts—with 68% saying they 
will invest between $1 million and $10 
million, with 9% expecting to spend over 
$10 million to address GDPR obligations. 

To prepare for GDPR, companies 
should assess their current data. Unified 
Governance solutions provide a central 
way to find, manage and govern your 
data assets, whether on-premises or in 
the cloud, structured or unstructured. 
They enable you to share trusted, high 
quality data from across the enterprise 
in a reliable and controlled manner. 
Through cognitive computing and 
machine learning strategies, modern 
Unified Governance can enable you to 
proactively adapt to regulatory changes, 
reduce your risk exposure, and protect 
your brand value. It helps simplify 
readiness even as you expand your data 
collection and use of personal data in an 
increasingly regulated environment.

YOUR DATA EMPOWERED 
Structured data is giving way to 

unstructured data. In fact, as much as 80% 
of today’s business data is comprised of 
text and images—dark data that escapes 
analysis. Yet unstructured data presents a 
rich source of business intelligence. 

Unified Governance is an approach 
to data governance that is geared towards 
discovery and transformation of all data, 
structured and unstructured, on-premises 
or in the cloud, such that it can be 
made easily available to anyone in the 
organization. This means data users across 
the enterprise have access to all data assets. 
This is true whether they are business 
users, data scientists and developers, 
compliance officers and auditors, data 
engineers, or records managers. 

Unified Governance provides you 
with complete information management 
and governance solutions for analytical 
insights to create business value through 
data while helping you ensure compliance 
thus lowering cost and risk. It empowers 
all your information stakeholders with the 
ability to discover, understand, integrate, 
analyze and govern data, whether 
structured or unstructured, on cloud, on 
premises, and hybrid with a potential to 
accommodate future growth. 

Discover how to jumpstart your 
governance projects by test driving IBM 
InfoSphere Information Governance 
Catalog. Visit http://bit.ly/IGC-Trial for 
a free trial.   n

IBM   
www.ibm.com

Notice:  Clients are responsible for ensuring their own 
compliance with various laws and regulations, including 
the European Union General Data Protection Regula-
tion. Clients are solely responsible for obtaining advice 
of competent legal counsel as to the identification 
and interpretation of any relevant laws and regulations 
that may affect the clients’ business and any actions 
the clients may need to take to comply with such laws 
and regulations.  The products, services, and other 
capabilities described herein are not suitable for all cli-
ent situations and may have restricted availability. IBM 
does not provide legal, accounting or auditing advice 
or represent or warrant that its services or products will 
ensure that clients are in compliance with any law or 
regulation.

https://www.gartner.com/webinar/3305417
https://www.gartner.com/webinar/3305417
https://www.gartner.com/webinar/3305417
http://www.ibm.com
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How cloud answers the 
call for high-performance 

data integration

to keep pace with the speed of today’s 
business, modern IT departments are being 
pushed to reduce the time to answer for 
consumers of their data, while integrating 
more data types from more sources. But 
traditional data warehouse technology is 
simply not up to new demands for complex 
integrations that involve exploding 
volumes of structured and unstructured 
data, and ever-expanding data sources.  

Bringing together unparalleled agility, 
scalability and cost effectiveness, cloud 
platforms are proving themselves by 
providing automation features to speed 
the integration of large data sets. And, 
by providing a means for more users to 
access more data through self-service, 
cloud can play a key role in making data 
part of a company’s DNA.  

Here are just a few of the ways cloud is 
answering the call for high-performance 
data integration: 

CLOUD IS BUILT FOR BIG 
DATA INTEGRATION

Cloud platforms can make ongoing 
management of your data much easier, 
particularly if you use PaaS (platform as a 
service) services such as DBaaS (database 
as a service). With unlimited processing 
power and low storage costs, cloud can 
bring streaming data and batch data 
together on a single platform, making it 
possible to integrate much larger data sets 
than ever. With API-driven automated 
processes, cloud makes previously 
onerous functions like creating data 
pipelines for data ingestion more agile. 
Adding to this agility are connectors that 
are built into the leading cloud platforms, 
making it easier to quickly connect to 
common data sources such as your CRM, 
financial, ERP and other systems. 

CLOUD OFFERS A MODULAR 
ARCHITECTURE FOR 
FLEXIBILITY AND AGILITY

Cloud platforms don’t tie you 
to particular software or hardware 
technologies, as with traditional data 
systems. Their modular architecture 
allows you to decouple functions like 
extract, transform and load (ETL) to 
give you more flexibility and agility. 
This means that as technology advances 
and your business evolves, you can take 
advantage of the best mix of cloud 
services, software and tools for your 
needs.

CLOUD SAVES ON COSTS
Because cloud vendors often provide 

a “pay as you go” model, you can move 
away from the capital expenditure of an 
on-prem system, to a model where you 
get capacity on-demand. Cloud platforms 
separate the charges for data storage 
and compute processing, so you can 
optimize costs across varying workloads. 
The flexibility of cloud allows you to 
use lower-cost open source technologies 
when and where you need them. For 
example, you can use open source tools 
like Apache Spark and NiFi for some or 
all of your ETL functions. 

CLOUD ENABLES BETTER 
INSIGHTS AND DATA 
SCIENCE EXPLORATION 

More and more, data integration needs 
to be driven by business requirements. 
Cloud platforms let you do just that, in a 
much more agile way. Unlike traditional 
enterprise data warehouses where the 
data model must be predefined, in the 
cloud, you can easily define new data 
models after data has been ingested. And 

with its ability to apply a schema on read, 
you can continually develop models to 
support new use cases and applications, 
including all of your historical data. 

In the cloud, the same data that feeds 
your data warehouse can also be available 
for machine learning or data science 
exploration. While providing a cloud-
based data warehouse to perform analysis 
through standard SQL queries, a cloud 
environment lets you maintain peripheral 
data for unforeseen future uses, or for 
data science exploration. Cloud-based 
sandboxes provide environments that 
support a variety of resources and APIs 
so data scientists can access compute, 
storage and all enterprise data to use with 
their preferred tools (e.g., Python, Scala, 
R and Java).

Cloud also enables the processing scale 
for real-time analytics, which is required 
for applications like IoT. Achieving this 
within a traditional data warehouse 
environment is much more difficult and 
costly. 

GET CLOUD EXPERTISE 
ON YOUR SIDE

Pythian uses a proven methodology to 
integrate multi-source data on the cloud 
so you can be sure your system is future-
proof and maintainable. Our approach 
helps you plan, implement, manage and 
grow your cloud data environment. Find 
out more about how our Cloud Services 
remove the effort and risk of integrating 
data on the cloud at www.pythian.com/
cloud-services.   n

PYTHIAN   
www.pythian.com

Lynda Partner, Vice President of Marketing

www.pythian.com/cloud-services
www.pythian.com/cloud-services
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Data Virtualization—Any 
Data, Any Time, Any Place

as organizations are generating and 
collecting more and more data, they are 
also trying to find ways in which they can 
accelerate the time-to-value of this data. 
Many of these organizations are moving 
applications, data, and processing to the 
Cloud to take advantage of the agility, 
flexibility, and scalability that it provides. 
They can scale up and scale down their 
data storage and compute capacity as and 
when needed. This provides incredible 
flexibility to new or dynamic workloads and 
takes advantage of new data types or new 
business opportunities without making huge 
commitments on infrastructure. 

Some examples of the drivers for 
organizations to move to the Cloud are:
•  Modernizing applications—migrating 

from monolithic application suites to a 
number of SaaS applications each with a 
specific focus. For example, moving from 
Oracle PeopleSoft suite to SaaS applications, 
such as Workday, Taleo, 401K.com, ADP, etc.

•  Moving analytics to the Cloud—moving 
from on-premises data warehouses to 
Cloud-based ones, such as Redshift or 
Snowflake. Also, taking advantage of the 
dynamic and elastic analytical processing 
capabilities of Hadoop in the Cloud—
Amazon Elastic MapReduce, etc.

•  Moving databases and 
custom applications 
to the Cloud—to take 
advantage of the flexibility 
and agility to be able to 
scale up and scale down 
capacity as needed.

However, not all 
applications and data 
sources will migrate to the 
Cloud, at least for many 
years to come. It will be too 
disruptive to move some 
data to the Cloud as some, 
such as Mainframe data and 
applications, cannot move. 
Therefore, the applications 
and data sources that move 
to the Cloud are still a part 

of a larger ecosystem that encompasses the 
applications and data sources that remain in 
the data center (or on departmental servers 
and desktops). All of these applications and 
data sources need to be integrated to deliver 
the best insights to the business. 

A DATA INTEGRATION PLATFORM 
THAT CAN STRADDLE THE DIVIDE

Because an organization’s data and 
applications will straddle the Cloud, the 
Edge, and on-premises Data Center divide, 
you need a data integration platform that 
will similarly straddle the divide. That is, a 
data integration platform that will support 
a hybrid deployment of on-premises and 
in the Cloud. Additionally, this platform 
needs to be intelligent so that it can move 
the processing to where the data resides and 
not the other way around. It must move 
the processing to the data—the days of 
copying masses of data from one system 
to another for integration and processing 
are long gone. The volume of data involved 
in modern analytics is too large for this 
old style of thinking—and moving data in 
and out of the Cloud for integration and 
processing just exacerbates this problem. 
The data integration platform—in its hybrid 
configuration—needs the on-premises and 

in the Cloud parts for tandem processing of 
the data where it resides.

This is where Data Virtualization is 
in a class of its own. Obviously, a Data 
Virtualization Platform can be deployed 
on-premises—in the data center, on a 
departmental server, etc.—or at the edge, 
but the leading platforms can also be 
deployed in the Cloud to create a hybrid 
data integration platform which is intelligent 
enough to push the processing as close as 
possible to the data that is being integrated, 
and only move the minimum amount of 
data back to the consuming application 
or tool. This makes it quicker and easier 
to provide complete, integrated, fit-for-
purpose data to the business users who 
need to get those actionable insights for 
better decision making. By providing access 
to data from the original source, integrating 
and transforming it in real time, the Data 
Virtualization platform provides complete 
and current data to the users—without 
having to set up complex data replication 
and synchronization pipelines to try to copy 
data into a central repository or data lake. 
Not having to copy data means that Data 
Virtualization can provision new data sets 
to users in a fraction of the time required 
by traditional data integration techniques—

indeed, users have reported 
that what previously took two 
weeks with ETL took only half 
a day with Data Virtualization.

All relevant data from 
all data sources—internal, 
Cloud, or external to the 
organization—in real time 
and fit-for-purpose, and 
provisioned in a fraction 
of the time of traditional 
techniques? That’s what the 
business users want and have 
been demanding for quite 
some time.   n

DENODO 
 www.denodo.com

DATA CENTERCLOUD

Amazon Redshift

Active Directory

BI/Reporting
Analytics

http://www.denodo.com
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How HVR Enables Continuous 
Data Integration for the 

Modern Enterprise
most organizations rely on information 
from multiple systems to optimize business 
decisions. Until recently, they built oper-
ational data stores (ODS) and data ware-
houses to consolidate data for this analysis 
and populated these data stores using batch 
extract, transform and load (ETL) jobs that 
ran nightly, monthly or quarterly.

But organizations today face a num-
ber of changes that ETL solutions are ill 
equipped to handle. Organizations are 
now looking to perform real-time analyt-
ics to support faster, more dynamic and 
agile business decisions. As organizations 
increasingly adopt applications that live in 
the cloud, data consolidation must encom-
pass these solutions as well.  At the same 
time, growing deployment of internet of 
things (IoT) sensors is causing data vol-
umes to explode while demanding that 
data be analyzed closer to real-time.

Traditional batch oriented ETL systems 
were never designed to address these use 
cases. Organizations today collect more data 
than ever, which ETL solutions must pro-
cess during the batch window. Yet because 
these organizations provide services to cus-
tomers across multiple geographic regions, 
there’s no longer a lengthy natural batch 
window outside office hours when users are 
not impacted by batch loads.  If changes are 
made during the extract, performance for 
end users can suffer and data available for 
analysis can become out of sync with opera-
tional data. The result is that decisions must 
be made based on the analysis of historical 
data alone.

Moreover, traditional ETL solutions 
were not designed specifically to inte-
grate data from cloud-based systems or 
to take advantage of native functionality 
in streaming environments.  

Organizations that wish to perform 
analytics in real-time need a continuous 
data integration strategy. Such a strategy 
must integrate data from a wide range of 
on-premises, cloud, and streaming data 
sources at the time each one is updated.

HOW HVR ENABLES 
CONTINUOUS DATA 
INTEGRATION

HVR was designed spe-
cifically to support organiza-
tions that require continuous 
data integration to enable 
real-time analytics with fea-
tures that include log-based 
change data capture (CDC), 
fast data capture and trans-
mission, heterogeneity, and 
scalability.

CDC—Our log-based 
CDC eliminates the need 
for a batch window. It cap-
tures changes as soon as the transaction 
is committed in the database’s log, rather 
than making larger updates all at once. 
This reduces the risk that data in produc-
tion databases and data warehouses will 
be out of sync and ensures that decisions 
can be made based on the analysis of the 
latest data. 

Speed—the HVR solution delivers 
high-speed data capture and transmission 
locally and globally. Change data capture 
delivers excellent throughput by replicat-
ing only data changes to minimize impact 
on network traffic and performance. It has 
no effect on the performance of the source 
system. Advanced compression algorithms 
dramatically reduce traffic flowing over the 
network to minimize latency. HVR further 
improves performance through smart net-
work utilization and use of native technol-
ogy wherever possible.  

Heterogeneity—HVR enables you 
to exchange data between heteroge-
neous systems in real-time. Our solution 
works with dozens of the most popu-
lar relational and analytical databases, 
Hadoop targets and file locations includ-
ing Amazon S3. It also bridges the gap 
between on-premises and the cloud, as 
well as between different clouds. APIs 
are available to enable integration with 
additional systems.

Scalability—With HVR, your organi-
zation can easily add applications and plat-
forms to your existing architecture. Our 
API enables you to bring on new platforms 
if we don’t support a specific platform, and 
we continually add support for new plat-
forms to the product. HVR also allows you 
to support ever increasing volumes of data. 
Since our CDC functionality processes 
incremental changes and compression 
functionality, we enable organizations to 
move data at tremendous speed. As your 
organization grows, you don’t need to 
worry about data access slowing you down.

As organizations increasingly look to 
take advantage of IoT solutions as well as 
become more agile by making real-time 
business decisions, they need a solution 
that can continuously consolidate the 
requisite data. HVR picks up where tradi-
tional ETL systems leave off. It allows your 
organization to capture changes in real-
time, with excellent performance, from 
your on-premises and cloud-based data 
sources, with the scalability to add more 
data sources and ever increasing volumes 
of data as your business grows.    n

 

HVR   
www.hvr-software.com/

http://www.hvr-software.com/
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DATA IS COMPLEX. There are 
domains of data covering an entire 
universe of information, including 
customers, products, location, finance, 
employees, assets, and more. But data 
doesn’t exist for its own sake; for it to be 
useful, it must be trusted. 

Those who work with data are aware 
of the cost of bad data. It ranges from 
strategic problems (poor data = poor 
analytics = poor business decisions), 
to lost sales (bad addresses = returned 
shipments = angry customers). But how 
bad is it really? According to a recent 
report in the Harvard Business Review 
citing IBM statistics, bad data costs U.S. 
companies $3.1 trillion annually. Yes, 
that’s pretty bad. 

Avoiding major pitfalls due to bad data 
often comes down to a choice—on the 
one hand deploying in-house expertise 
and resources to build data quality 
solutions, or, on the other hand, turning to 
a qualified vendor for modular off-the-shelf 
solutions. Relative costs are important, as 
is company expertise. More essentially, 
you must measure the potential quality and 
accuracy of any solution and the roles it is 
expected to play. 

A key factor in deciding whether 
to Build or Buy—and it’s perhaps 
the biggest single issue—lies in the 
relationship between internal rules-
based data quality and active data 
quality. For data that can be handled 
using rules, Build may be best. For data 
that is active and requires reference 
data for verification, a rule of thumb is to 
consider the Buy option. 

Rules-Based Data Quality: Knowing 
What You Already Have

Just because some data is internal—
relatively “passive,” well-managed by 
rules and not suffering the constant 
changes associated with active data—
doesn’t mean it’s any less important. In 
fact, rules-based data quality is essential 
to any organization and may be handled 
best by the Build approach. Rules-
based data quality assists companies 
in understanding and analyzing KPIs, 
reporting on employee performance, 
metrics and retention, moving new 
products to market, optimizing supplier 
payment terms, and reducing inventory, 
among many others.  

Active Data Quality: a World in Motion
Active data quality concerns 

information that has a relationship 
with the “real world” of ever-changing 
circumstances—things that are 
constantly in motion; things like customer 
or prospect postal addresses, phone 
numbers, emails, names, companies, 
job titles, and the like. In the real world, 
contacts get married, change names, 
change companies, are promoted, are 
fired, move to different states, etc. And, 
active data is enormously complex. Here, 
the concept of “fuzzy matches” rears its 
head to make sense of apparently non-
similar things. For instance, these two 
addresses are really the same:

6801 Hollywood Blvd, Hollywood CA; 
and 6801 Hollywood Blvd, Los Angeles 
CA. Hollywood is a vanity city name, and 
Los Angeles is the USPS® preferred 
city name. Failing to match these two 

records would lead to duplication 
problems. Similarly, standardizing 
company names where there are  
dozens of appropriate articles (do 
company names have suffixes?), parsing 
mixed names like Mr. and Mrs. John and 
Mary Smith, or transliterating contact 
information in different languages from 
German, to Russian, to Chinese, make 
for constant hair-pulling. Yes, some of 
this can be done via a Build process, 
but it may be handled better by plugging 
in the right tools off-the-shelf that have 
been developed and optimized over 
years and years. 

While any decision between Build 
and Buy must weigh circumstances—
with rules-based data quality versus 
active data quality being perhaps the 
most essential consideration—it doesn’t 
have to be either/or. 

Take a Hybrid Approach
Strong data quality outcomes are best 

realized using a hybrid approach, both 
building and buying depending on the 
situation. Data stewards should build or buy 
tactically. Build where internal information 
and subject matter knowledge is necessary.  

Everything requiring active data 
quality is better with off-the-shelf 
solutions. You should Buy when external 
reference data is required for accuracy, 
consistency and completeness. Whether 
you decide to Build or Buy, go for small 
wins first. Solve one problem at a time 
in discrete phases. This will help you 
show tangible results quickly and get the 
buy-in you need for future projects. Now, 
rinse and repeat.    n

AUGUST/SEPTEMBER 2017   |   DBTA

The Build vs. Buy  
Data Quality Challenge
Insight into a Hybrid Approach

Melissa  n  22382 Avenida Empresa  n  Rancho Santa Margarita, CA 92688-2112
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Plumbing Company Modernizes Services With  

REVELATION SOFTWARE
 

New eNglaNd water Heater (NewH) is a 
plumbing services company specializing in 
water heater repair and installation based in 
North Waltham, Mass. The company pro-
vides a centralized service through a net-
work of geographically dispersed plumb-
ing companies in the surrounding region, 
including its own company, Home Services 
of New England (HSNE) Plumbing.

NEWH’s services include the sale, lease, 
installation, and repair of water heaters for 
non-commercial customers in the New 
England states, as well as other plumbing 
services, ranging from fixing leaking fau-
cets to handling oil-to-gas conversions.

To support this work, the company pro-
vides a customer hotline in Massachusetts for 
more than 20,000 accounts. Revelation Soft-
ware is the backbone of the overall IT system.

Goal
Today, businesses of all types are chang-

ing the way they operate. They are adopt-
ing hosted services rather than purchasing 
and maintaining software and hardware 
on-premises, and, as a result, employees 
also now frequently work remotely.

With the advances in IT services that 
have taken place within the past 5 years, 
NEWH saw an opportunity to move 
to a cloud-based system to support its 
employees and customers. The goal was to 
improve its overall quality of service while 
also enabling office staff to access systems 
from home.

In addition, the company wanted to 
eliminate the overhead costs of office space, 
a local area network, and shared printers. 
Critical to the new setup was the ability for its 
affiliated plumbing companies, as well as its 
own HSNE staff, to input information about 
service visits and billing into the system and 
access new assignments while on the road.

Process
In September 2015, NEWH and HSNE 

decided to eliminate their physical offices, 
where each employee was provided with 
a desk, telephone, shared printer, and a 
desktop computer connected to a local 
file server to perform their job, said David 
Harmacek of Harmacek Database Systems, 
who specializes in Revelation Software 
products. The process of publishing the 
company’s 28-year-old Advanced Revela-
tion application to the cloud was handled 
by Harmacek, who has been a consultant 
to NEWH since 1994.

When the decision was made to migrate 
the system, NEWH had a typical Windows 
Server, internet connections, IP phones 
for customer support, and a range of  
website-oriented support interfaces, as well 
as a hybrid Arev (Advanced Revelation) 32 
and OpenInsight 9.4 database system.

To modernize the operations, Har-
macek put a plan in motion to switch to 
a hosted system and began implementing 
this new approach in February 2016.

The Arev32/OpenInsight system was 
migrated to a Parallels server. Since the 

telephones were already on an IP system, 
no adjustment had to be made, but office 
documents and storage outside of the 
database needed to be moved to Microsoft 
Office 365 and OneDrive.

As a longtime Revelation Software cus-
tomer, NEWH uses a system on Revelation’s 
OpenInsight 9.4 for business processes 
such as document management, phone 
calls, and customer support—everything 
but accounting.

Because the system is so critical to its 
business—handling processes such as 
document management, phone calls, and 
customer support—NEWH migrated the 
system to the Parallels 2X RDP server, 
while also maintaining the physical sys-
tem, to ensure that everything transitioned 
flawlessly.  

Eventually, even though the company 
had not yet moved from its physical office 
space, it began using only the remote ser-
vices, as if all the employees were work-
ing from home, said Harmacek. The dual 
on-premise and cloud approach lasted until 
late spring. By June 2016, the company no 
longer had physical offices.

Biggest Challenge
“Working with a 28-year-old applica-

tion, we found that there are many features 
that are no longer in use, while other capa-
bilities are leveraged all the time and have 
been just working forever,” said Harmacek.

“The biggest challenge was eliminat-
ing the dependence on a local network for 
file storage and local printing, since the 
employees could no longer walk over to an 
office and hand someone a piece of paper, 
and they could no longer print anything,” 
he said.  This issue has been solved by using 
the feature in Parallels 2X that allows a local 
folder to be managed from the application. 

With the advances in IT 

services that have taken 

place over the past 5 years, 

NEWH saw an opportunity 

to move to a cloud-based 

system to support its 

employees and customers 
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Reports and PDF files can be placed onto 
the remote desktop. Files, both PDFs and 
images, can be uploaded and integrated 
with the hosted database.  “Anything that 
needed to be done had to be accomplished 
by interacting with the system. I had to find 
all the places in the processes where this 
was needed and change the system to allow 
it to be done that way.”

The Result
The hosted system takes care of every-

thing from managing all the documents 
that users work with on a regular basis to 
historical information, including leases, 
phone calls, and customer support.

The system integrates the older Arev 
interface and the newer OpenInsight inter-
face via the Parallels 2X RDP server to the 
company’s employees, who are now able 
to do updates, schedule printing of letters, 
produce emails, and create PDF files on 
their desktops every day.

The NEWH website also features a cus-
tomer self-service portal using Revelation’s 

OpenInsight for Web (O4W), a flexible 
and powerful web development toolkit for 
OpenInsight and other MultiValue databases. 
The system provides the ability to view bill-
ing and payment status, download or view 
recent invoices, make payments via a PayPal 
interaction, and register and receive invoices 
through email instead of by mail, via O4W.

Job assignments are dispatched to ven-
dor plumbers using the system, via text, 
email, and fax, while jobs routed to HSNE 
are accessed by its plumbers, who con-
stantly log in to the website, where they 
receive alerts via their tablets to call cus-
tomers for scheduling. Outside vendors can 
also upload their invoices and job reports 
through the website.

The WinWin Solutions, Inc. consul-
tancy, which owns Revelation Software, is 
the company hosting the revamped web 
application for NEWH. WinWin specializes 
in hosting O4W and OpenInsight-based 
websites and currently hosts sites for retail 
systems, financial operations, and product 
download websites.

“WinWin has a network in which they 
have been doing this for other customers 
so I felt very confident moving all of the 
OpenInsight-based networking to them,” 
said Harmacek. “WinWin also has a net-
work specialist I could discuss upgrades 
with and has been very supportive.”

There was a time when Harmacek consid-
ered moving from MultiValue to a relational 
database system such as SQL Server. “But I 
stuck with this and I am glad I did because 
OpenInsight is quite a good Windows plat-
form and I am very happy with the things 
that OpenInsight and MultiValue let us do.”

With OpenInsight 10 coming in the 
future, Harmacek says that he is look-
ing forward to additional performance 
improvements. “Over the years, Revelation 
has been able to interact with the latest 
technologies,” he noted, adding, “They 
have been able to keep me from having to 
become a Windows programmer.”  n

—Stephanie Simone
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Modern IT organIzaTIons are constantly 
challenged to improve service quality 
and keep operational costs in check. 
One area that is particularly difficult to 
manage is IT asset management (ITAM). 
Efforts to manage IT assets are hampered 
by inconsistent and unreliable hardware 
and software asset information, leading 
to project delays and possibly failures.

Infrastructure Headache
IT’s biggest headache has always been 

managing the IT infrastructure. Count-
less man-hours are consumed having to 
track and manage thousands of software 
and hardware assets. When you take into 
account data center equipment and desk-
top/workstation equipment, the task of 
keeping up-to-date device information 
is extremely challenging. 

Without good asset information, 
many basic IT processes are impacted. 
For example, software licenses are 
impacted when reliable inventory infor-
mation is not available. Risks of security 
breaches increase when unsupported 
versions of software exist in the orga-
nization. And calls to the help desk are 

escalated unnecessarily due to incom-
plete asset information.

The solution is to automate the man-
agement of IT asset information by 
enabling your existing ITAM delivery 
solutions with a good, clean asset infor-
mation source. An asset information 
source enhances and enriches your ITAM 
solution with complete, up-to-date asset 
information and normalizes it with your 
existing IT information. 

If additional market information is 
added to the assets for details on end-
of-life, compatibility, and vulnerability, 
the usage of ITAM is extended. Projects 
that once took months can be reduced to 
mere hours. With access to good, clean 
asset information, your IT staff can 
spend more time on enhancing services 
and developing new innovations. 

Internet of Things
The Internet of Things (IoT) is explod-

ing. It’s made up of billions of “smart” 
devices that use wireless technology to 
talk to each other (and to us). Accord-
ing to Intel, the IoT world is projected 
to grow from 2 billion devices in 2006 to 

200 billion devices in 2020. These figures 
are important to IT organizations for the 
impact they will have on asset manage-
ment. If we consider the task of manu-
ally tracking all that asset information, it 
would be nearly impossible today manu-
ally; what will happen when the number 
of assets increases 100-fold? The solution 
is an automated asset information source. 

Service Automation
The underlying trend driving the 

need for an asset information source is 
automation. IT staff time is too valuable 
to be consumed by manually collecting, 
updating, and managing asset informa-
tion. IT time is better spent managing and 
improving processes and services. Fur-
thermore, traditional IT processes can be 
automated once asset information is inte-
grated with ITAM and IT service manage-
ment (ITSM) services. For example, the 
common question of software compati-
bility can be automated so that employees 
can check that online. A straightforward 
question regarding software version can 
be answered directly, saving IT time and 
improving end user productivity.

Using Automated Asset 
Information for a Strong 

ITAM Foundation 
By Bob Spurzem 
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Service Help Desk
For all organizations, the IT help desk is 

the first place that end users go to for any-
thing IT-related. It is expected that end users 
will need help managing their desktop/work-
station assets. Common questions related to 
software and hardware compatibility are to 
be expected. An automated asset informa-
tion source can benefit the help desk in sev-
eral ways, including asset tracking, consistent 
product naming, and first-call resolution.

• Asset Tracking
For IT help desks, keeping track of end 

user assets is an enormous challenge. For 
example, when a user reports an issue with 
her laptop, what is the model and service 
history? What software is it running? IT 
help desks typically use standalone tools or 
spreadsheets to track this asset data, mak-
ing information unreliable and difficult 
to find. A better solution is an integrated 
ITSM solution with an asset information 
source. This solution enables accelerated 
customer service with reliable data.

• Consistent Product Naming
The lack of product naming standards 

across tools, as well as within the same tool, 
makes IT product data inconsistent and 
unreliable. A single software product, for 
example, can be represented up to 20 ways 
in one system alone. An asset information 
source that is normalized with existing 
ITAM and ITSM solutions enables consis-
tent naming and improves help desk ser-
vice delivery and ordering.

• First-Call Resolution
Quick call resolution is dependent on 

good, clean asset information. Information 
that is missing forces help desk personnel 
to have to manually find the information, 
which delays call resolution. Inaccurate asset 
information can also cause inaccurate advice, 
which can lead to call escalation. Neither of 
which is good for the end user. An automated 
asset information source puts accurate and 
reliable asset information at the fingertips 
of the help desk. Furthermore, self-service 
online tools can be developed so that end 
users can use them to solve simple assets 
questions, such as compatibility.

Audit Risk
Software audits are becoming a major 

risk to organizations. Microsoft, Oracle, 

SAP, and other leading software vendors 
keep close tabs on their customers for 
potential license violations and true-up 
costs. A common occurrence is deploying 
more copies of software than the license 
agreement allows. But taking software 
inventory is a time-consuming and labo-
rious process. A better approach is an 
integrated ITAM and asset information 
source. A simple question of software 
install count can be reported in minutes, 
saving countless hours manually taking 
inventory. Having an accurate inventory of 
installed software not only reduces the risk 
of audit, but it may also improve license 
contract negotiations. For organizations 
with burdensome audit requirements, an 

automated asset information source helps 
to reduce audit risk and improve overall 
compliance efforts.

Mergers and Acquisitions
The high rate of merger and acquisi-

tion failure can be attributed to the com-
plexity of IT integration. According to 
a 2015 Deloitte study, 60% of executives 
considered a recent M&A transaction in 
their firm to be “very unsuccessful” to 
“somewhat unsuccessful” in terms of the 
post-merger integration. It’s no secret that 
merging systems and data, rationalizing 
applications, and achieving compliance 
with security and government regulations 
can be time-consuming and expensive. The 
answer is to unify your company’s IT man-
agement information. With a single record 
of IT assets, it becomes far easier to merge 
systems and data. Companies that try to 
maintain separate systems are faced with 
complex replication, inaccuracy, and lack 
of confidence. Once IT can trust the data 

about its own assets, IT can supply reliable 
data to M&A teams.

The Solution
The recommended solution is to keep 

track of assets with asset tracking and dis-
covery and keep asset data clean and up-to-
date with an automated asset information 
source. Together, you’ll be able to maintain 
an accurate record of all your IT assets, 
including who’s using them. 

By maintaining clean and reliable asset 
information, you’ll drastically reduce the 
effort of managing your assets, stay ahead 
of IoT, increase innovation with automa-
tion, improve help desk services, reduce 
audit risk, enable better acquisition and 
merger activity, and more. You can auto-
matically attach relevant asset data to help 
with migrations, compatibility, and end-
of-life processes.

Automation allows you to do the 
following:

•  Provide accurate product informa-
tion and real-time market intelligence 
for ITAM, ITSM, CMDB, enter-
prise architecture, IT procurement,  
and GRC. 

•  Identify which assets have EOL dates 
that may be approaching or have 
already expired, which may pose 
cybersecurity vulnerabilities.

•  Identify which software and hardware 
assets are in compliance and identify 
unknown assets that violate corporate 
governance.

•  Address the need for complete and 
reliable asset information for help desk 
support, software vendor audits, merg-
ers and acquisitions, and more.

•  Ensure that enterprise software and 
hardware assets are within accept-
able organization and industry GRC 
guidelines.

Enterprises today have much to gain 
from having an active ITAM practice in 
place. The benefits from companies realiz-
ing the importance of ITAM in their orga-
nization have quite possibly given them the 
biggest competitive advantage in today’s 
challenging marketplace. n

Bob Spurzem is a senior consultant  
at BDNA.

IT staff time is  
too valuable to be 

consumed by manually 
collecting, updating, 
and managing asset 

information.

https://www2.deloitte.com/content/dam/Deloitte/au/Documents/mergers-acqisitions/deloitte-au-ma-2015-trends-240415.pdf
https://www2.deloitte.com/content/dam/Deloitte/au/Documents/mergers-acqisitions/deloitte-au-ma-2015-trends-240415.pdf
http://www.bdna.com
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Hackers are rarely far from the news 
these days, whether they’re perpetrating 
cyber-intrusions into political campaigns 
or take-downs of major retail websites, 
social media sites, movie studios, or enter-
tainment conglomerates. But some of the 
“hacking” headlines can be deceiving. In 
fact, a significant number of cybersecurity 
breaches around the digital world actually 
represent a kind of all-too-familiar crime 
that is as old as the abacus.

As a data protection report last year 
by the firm Bitglass noted, one in four 
security breaches in the financial services 
sector stems from lost and stolen devices. 
Related reports conducted by the same 
firm found that device loss and device 
theft in some recent years have repre-
sented more than two-thirds of all health-
care data breaches.

In other words, sometimes when the 
media reports “hack,” they really mean to 
say “theft.” And this fact is significant when 
assessing your cybersecurity posture. 

Fortunately, there’s one universal solu-
tion to securing physical devices against 
unwanted intrusions. It’s called encryption. 

The Value of Encryption
Think of encryption, at the most funda-

mental level, as a secret recipe for encoding 
and decoding information. If I’m a military 
commander and want to communicate “one 
if by land, and two if by sea” to an allied com-
mander, I’d be foolish to send the message 
as-is—just written out or emailed in plain 
text for anyone, be they ally or enemy, to 
read. Instead, military forces, governments, 
and other purveyors of sensitive informa-
tion for millennia have used secret codes 
(i.e., cryptographic protocols) to conceal 
sensitive information from prying eyes. For 
a typical business user, encryption begins 
with two concepts: data-in-motion and data 
at-rest. As the names imply, the first involves 
the transmission and reception of data pack-
ets and files across networks including (but 
not exclusive to) the internet. One familiar 
kind of data-in-motion encryption is the 
padlock that appears on your web browser 
when you’re on a website that uses sensitive 
information—credit card information or 
medical data, for instance. Called SSL for 
Secure Sockets Layer, this familiar data-in-
motion standard is what’s known as a “public 

key” crypto system. Public key cryptography 
(sometimes called asymmetrical key cryptog-
raphy) involves two kinds of keys, a public 
and a private key. They’re based on math 
that’s very easy to perform in one direction 
(think of multiplication of two large num-
bers) but hard to perform in the other direc-
tion (think of dividing up a very large num-
ber into its prime factors).

A public-key transaction might go as 
follows. Bob wants to send and receive 
encrypted data, so he shares his public key 
with the world—a string of numbers that his 
correspondent Alice can use, in this case, to 
decrypt Bob’s secret message. Say, for argu-
ment’s sake that Bob’s public key comprises 
the numbers 33 and 7. (The real-world 
public-key algorithm involves much larger 
numbers.) He does some math of his own in 
advance to discover the corresponding pri-
vate key for that public key, which in this case, 
is 33 and 3. And, crucially, he keeps his pri-
vate key private. Unlike the public key, which 
he can and should distribute as broadly and 
widely as possible, the whole system breaks 
down if an interloper knows Bob’s private key 
as well as his public key.

Encryption: No 
Longer a Fringe 

Security Feature 
By Stephen Moss 
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Presuming Bob has done his job and kept 
the private key private, Alice can now securely 
transmit “one if by land, two if by sea” to Bob 
using his public key. He’ll then decrypt that 
same message using his private key. Alice 
begins with the first letter of the message, 
“O.” That’s the 15th letter in the alphabet, 
so represent it as the number 15. Raise 15 to 
the power of the second of Bob’s public keys. 
That’s 15 multiplied by itself 7 times, which 
is a big number (170859375). Now take the 
first of Bob’s public keys, 33, and divide that 
big number Alice just computed by 33 to 
the nearest whole number and then take the 
remainder of that division. The remainder of 
that whole number division problem (trust 
us) is 27. And, so 27 is the encoded message 
that Alice will now send to Bob. It secretly 
represents the letter “O,” although anyone 
intercepting Alice’s transmission to Bob 
would never know that. And the bigger the 

size of the public and private keys, the harder 
the system is to crack.

Bob then looks at his private key (33 and 
3) and performs a similar operation on the 
encoded message, 27. He raises 27 to the 
power of his second private key. That’s 27 
cubed, which is 19683. Now divide that num-
ber by the first of Bob’s private public keys 
(33) to the nearest whole number and take 
the remainder. The remainder is 15; corre-
sponding to the letter “O.” Alice has just sent 
the first letter of her secret message to Bob 
that she encrypted using his public key and 
that Bob then decrypted using his private key. 
(Of course, she uses the exact same recipe to 
encrypt every other letter in her message too, 
for which Bob uses the exact same recipe on 
his side of the line to decrypt the message.) 
And this, public key cryptography, is one 
of the foundation stones of data-in-motion 
encryption. It’s also, not coincidentally, the 

reason why you can type in your credit card 
number on your favorite online retailer and 
know that anyone intercepting your trans-
action with that retailer will not be able to 
steal your credit card number. It’s the basis of 
secure transmissions over the internet.

Yet public-key (or asymmetrical) cryptog-
raphy is only one of two basic kinds of cryp-
tography in use today. The other is so-called 
private-key or symmetrical encryption. 
That’s the kind of cryptography in which 
the same key is used to encrypt and decrypt 
a piece of data. Private key cryptography is 
often used for data-at-rest applications such 
as encrypting a hard drive on a laptop. And 
whether it’s public or private key, encryption 
is always more than a yes-or-no proposition. 
If an IT security person asks you if your 
device is encrypted—and is satisfied with 
“yes” without any follow-up questions—you 
might want to advise them to be a little more 

inquisitive. Just as with any security measure, 
there are many different kinds of encryp-
tion. And some work better than others at 
deterring intrusions into your data.

And, depending on the circumstance, 
some encryption protocols can also slow 
down a computer or tablet or smartphone 
that implements it. So the trade-offs, if 
any, have to be known and appreciated 
in advance too. One of the gold standard 
crypto protocols for private-key systems 
carries the initials AES. In 2001, the U.S. 
National Institute for Standards and Tech-
nology established the Advanced Encryp-
tion Standard (AES), which has since been 
adopted by governments and companies 
around the world as the go-to private-key 
crypto standard. There are three levels of 
AES encryption, described by the size in 
bits of the cryptographic key used to encode 
and decode. AES128, AES192, and AES256 

are the three standard sizes, with increasing 
levels of security as the numbers increase.

Cracking AES by trying every possi-
ble combination of keys until the right 
one is found, the so-called “brute force” 
method, is considered to be practically 
impossible. The electrical engineering 
journal EE Times in 2012 calculated that 
even the “lowest” of the AES protocols, 
AES128, would take one-billion-billion 
years (that’s a 1 followed by 18 zeroes) 
for a supercomputer to crack. The time 
to crack the higher AES standards is even 
more exponentially outlandish.

AES192, the authors calculated, would be 
crackable in 18 trillion-trillion-trillion years. 
And AES256 would require 3 followed by 
56 zeros in years of brute-force supercom-
puter time. That said, the authors of the EE 
Times study cautioned that hackers can be 
very clever people. So estimates of the time to 
brute-force a solution, so far beyond a real-
istic time frame that it’s absurd to even con-
sider, shouldn’t then lead to complacency or 
a false sense of security. After all, AES replaced 
a standard first proposed in 1977 called the 
Data Encryption Standard, or DES. Today, 
DES (whose cypher key is 56 bits long) is 
crackable using present-day supercomputers 
in a matter of minutes.

It’s hard to imagine even the fastest super-
computers achieving speedups necessary to 
bring the brute-forcing of AES to even within 
billions of years, let alone realistic human time 
scales. As a result, security professionals are 
generally comfortable in their firm commit-
ment to AES—especially AES256. Of course, 
no cybersecurity protocol is ever 100% secure 
for all time. DES was considered uncrackable 
using the computers of its time too.

So, in 2017, for hackers using even the 
world’s fastest computers, AES will at the 
very least resist any known or documented 
methods of brute-force cyber lockbreaking. 
(However, buyer beware. Older legacy sys-
tems should be checked by an IT security 
professional to ensure that they are not using 
DES or other now antiquated and compro-
mised security standards.) n

Stephen Moss is SVP of the Managed Tech-
nologies Group at PCM, Inc.

There’s one universal solution to securing 
physical devices against unwanted intrusions. 
It’s called encryption.
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The fuTure value of hybrid cloud comput-
ing is to empower customers to embrace a 
cloud strategy of their own, versus being 
dictated by a vendor. A hybrid cloud envi-
ronment is defined by the customer—a 
hybrid cloud solution should not dictate 
where or which cloud the customer must 
use with their on-premise installation. 
Although this may seem obvious, large 
vendors often ignore this critical point, as 
they dictate choices based on their (lack 
of) capabilities.

So what can hybrid cloud analytics 
offer? 

Cloud—A Delivery Mechanism,  
Not a Solution

A number of market entrants that were 
born in the cloud use that as their core dif-
ferentiation. Cloud computing is a delivery 
vehicle. Simple visualizations of data via 
the cloud are not going to drive business 
value. Customers need both a broad and 
deep analytical approach to better visualize, 
explore, and understand their data. This is 
important to become more informed, gain 
new insights, and make better decisions to 

derive real business value through analyt-
ics. Having a dumbed-down analytics solu-
tion that is delivered via the cloud is going 
to keep you behind your competition. With 
that said, there is value in cloud delivery of 
world-class analytics, which many custom-
ers currently deploy on their own private 
clouds.

Choice—A Hybrid Approach to 
Analytics Just Makes Sense

Today, companies need a choice of 
deployment options, whether on-prem-
ise or in a private cloud, leveraging the 
infrastructure of their choice. They get 
to choose where they want analytics to 
run. However, the truth is that an either/
or choice does not truly represent where 
the vast majority of customers are today in 
their IT investments and where they plan 
to be over time. Most customers have both 
data and applications that run on-premise, 
behind their firewall, as well as data and 
applications that both originate and run 
in the cloud. The world is not simply black 
and white; it has many shades of gray. A 
true hybrid approach is required to help 

support where customers are today, as well 
as help them prepare and migrate over time 
to move more of their workloads off-prem-
ise. A hybrid cloud approach to analytics is 
key to enabling a customers’ cloud strategy 
and not dictating it. This is the key reason 
that the future is pointing toward hybrid 
cloud analytics. 

Hybrid Cloud Analytics—Full 
Centralized Control of All Data, 
Wherever It Resides

The simple definition of hybrid cloud is 
a computing environment that uses a mix 
of on-premise, private cloud, and/or pub-
lic cloud infrastructure to deliver services, 
with orchestration between the platforms. 
Hybrid cloud joins together multiple 
clouds—or on-premise installations—
with cloud-based installations. Under that 
general definition, many vendors will claim 
“hybrid cloud analytics” in their marketing 
verbiage. Although being able to publish an 
analytical application (or sheet, for some) 
from an on-premise installation to a cloud 
offering could be valuable, it is not hybrid 
cloud analytics.

How to 
Achieve True 
Hybrid Cloud 

AnalyticsBy Drew Clarke 
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Where the data resides in a true hybrid 
cloud analytics solution should not mat-
ter to the users who could access it from 
any device based on their role and security 
permissions. A properly governed solu-
tion allows you to define rules around 
where data and/or the analysis on that 
data can be stored or run: Users can cre-
ate enforcement rules on where things 
can and will reside based on the sensitiv-
ity and security of that dataset. It should 
be easy to manage user entitlements and 
licensing between the platforms. A hybrid 
cloud analytics solution must allow for 
bidirectional migration to and from one 
infrastructure environment to another 
and should be managed as one seamless 
environment across infrastructure bound-
aries via a single console.

In order to provide a true hybrid cloud 
analytics solution, there are few key ingre-
dients that should be used to define the 
approach.

Transparency
A hybrid cloud analytics solution is 

completely transparent to the end users in 
terms of where the data resides and where 
the analysis happens. Any user should be 
able to access his or her environment, from 
any device, and choose what data and/or 
applications he or she wants to view and 
interact with, regardless of where it sits 
and runs. Users should have a universal 
hub which represents everything available 
to them based on their role and security 
permissions, not the location of where 
things reside and run. 

Location Enforcement
For many reasons, customers will 

choose that specific data sources, and/or 
the analysis that is run against those data 
sources, should stay in a particular envi-
ronment. Typically, they want to restrict 
data, and/or the analytical applications 
with that data, to an on-premise environ-
ment behind their own firewall. This may 
be due to several reasons, including indus-
try regulations or data that represents a 
company’s most secret competitive advan-
tage. Regardless, a properly governed solu-
tion enables organizations to define rules 

around where data, and/or the analysis on 
that data, can be stored or run. For exam-
ple, you might decide that a particular 
data source is too sensitive to allow out-
side of the firewall, and that any analyti-
cal application that uses that data source 
should therefore run behind the firewall. 
By simply designating this in a manage-
ment console, you can create enforcement 
rules on where things can and will reside 
based on that dataset. 

Orchestrated Entitlement
One obvious need is for organizations 

to be able to easily manage entitlements 
and licensing for their user base across 
the hybrid cloud solution. This is a basic 
element of “orchestration between the 
platforms.” 

Bidirectional Migration
If the whole point is to enable cus-

tomers to choose where data and analysis 
should occur, based on their own criteria, 
then the solution must allow for bidirec-
tional migration to and from one infra-
structure environment to another in the 
hybrid cloud deployment. 

Single Management Console
A hybrid cloud analytical solution 

should be managed as one seamless envi-
ronment across infrastructure boundar-
ies, meaning it should be managed via a 
single console. Period. 

When thinking about a long-term 
hybrid cloud analytics strategy, 
here are the questions that 
need to be answered by 
teams and vendors:
•  Can the users 

access data from 
any device based 
on their role and 
security permis-
sions and not be limited by 
restrictions of where data resides? 

•  Can we define rules around where data 
and/or the analysis on that data can be 
stored or run? 

•  Can we create enforcement rules on where 
things can and will reside based on the 
sensitivity and security of that dataset? 

•  Can we manage user entitlements and 
licensing between the platforms? 

•  Can we migrate data to and from one 
infrastructure environment to another? 

•  Can we manage all our data in one 
seamless environment across cloud and 
on-premise infrastructure? 

Not surprisingly, with all the momen-
tum in hybrid cloud infrastructure, we’re 
starting to hear the term “hybrid cloud 
analytics” pop up more often in the mod-
ern business intelligence market. How-
ever, it’s a term that is being overused and 
misunderstood as those in the industry 
seek to align with the latest trend.  With 
an overview of what a hybrid cloud solu-
tion provides, a clear customer-defined 
strategy, and key questions to keep in 
mind, users will have the right tools to 
seamlessly integrate their on-premise 
installations with public or private cloud. 

As IT leaders seek to safeguard their 
data while gaining flexibility and scal-
ability for more self-service use of data 
in the cloud, it is clear that hybrid cloud 
analytics is where the future is headed.  n

Drew Clarke is vice president of products at 
Qlik Cloud.
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Poorly written SQl StatementS can cause significant per-
formance problems in your database environment. Accord-

ing to some experts, poorly written SQL can cause up to 70% of 
performance problems overall. Adding resources can mask many 
issues surrounding poorly written SQL, but comes with a cost. Is 
writing good, quality SQL (including block code—stored proce-
dures, packages, functions, etc.) a dying art? And if it’s so import-
ant, why is that?

Why Focus on Tuning SQL Statements?
Most major RDBMS engines are licensed according 

to the number of processors (cores) they run on or have 
run on (in a virtualized environment), so the cost of 
throwing additional hardware at a performance issue is 
not just confined to the cost of the additional hardware. 
This hidden cost enhances the importance of tuning 
SQL so that your systems can do more with less.

Reasons We Don’t Focus on Tuning SQL Statements
Adding hardware is a common solution I’ve seen implemented 

by many companies. However, it’s not the only practice driving the 
lack of focus on tuning SQL. Others include these facts:

•  Developers generally spend their time using algebraic logic. 
When asked to write SQL, it requires them to switch to a 
set-based logic (think Venn diagrams). This context change 
means having to think differently than they do during the vast 
majority of their coding time.

•  When still in development, it’s most important to make sure 
the correct results are achieved (either from a query or a trans-
action) when running SQL against a database. Development 
environments are not usually scaled to the size of production 
systems, so tests don’t tend to reveal performance issues due 
to poorly written SQL early on. As a result, there’s seemingly 
no need to worry about it.

•  The use of object relational mapping (ORM) tools has gained 
popularity. These tools don’t always produce optimally tuned 
SQL for our unique database environments.

•  Developers (I’m guilty as well) like to reuse code. When done 
blindly, this can cause SQL statements to be tweaked just 
enough to achieve the necessary results without exploring 
implications to scalability or performance.

•  It’s tough to write good SQL against poor data models. This 
can mean huge tables since inception, incorrect use of index-
ing, and suboptimal normalization for the application pur-
pose, to name just a few issues.

•  There is a lack of understanding about driving tables. This 
lack of understanding when doing joins across multiple 
tables as to which ones should be used as driving tables 
(joined earlier in the optimizer plan so that fewer rows are 
required to be evaluated downstream) is not uncommon.

•  There is a lack of understanding about how to read execu-
tion plans. How can SQL be tuned if you don’t understand 

how it’s gone sideways? I’d include in this item 
the questionable assumption that the optimizer 
cost associated with a step in the plan is accurate.

•  With a focus on productivity (which, in 
development, usually takes the form of lines 
of code), doing it right versus doing more is 
rarely rewarded.

Now It’s in Production!
As noted, there are many reasons for a lack 

of focus on tuning SQL in your database envi-
ronments. However, you may now be experiencing a significant 
hit to performance in production. But how can that be? This 
could be an entire column on its own, but I’ll note just a few 
common causes for issues not being discovered until code hits 
production:

•  Smaller datasets are used in pre-production environments.
•  It’s very difficult to mimic production load in pre-production 

environments.
•  There is a lack of understanding of true use cases in production.
•  It’s expensive to work around the first two issues in this list.

The Benefits of Good SQL
Writing good SQL is at risk of dying in development and data-

base environments. Many reasons contribute to the evaporation 
of this skill. Even database engine vendors aren’t incentivized 
to help correct poorly written SQL as it can actually help put 
money in their pockets through additional licensing costs when 
hardware is used to mitigate the impact. Often, SQL statement 
problems aren’t discovered until released into the wild in pro-
duction. This can cause contention between those who write the 
code and those tasked with supporting/responding to production 
concerns. I’d like to see a revival in focusing on SQL tuning, 
which could lead to benefits such as decreased TCO for IT orga-
nizations, decreased tension between IT disciplines, and the joy 
of creating something to be proud of instead of just checking 
another item off of the to-do list. n

In addition to being a longtime geek, Gerardo Dada is vice  
president of SolarWinds’ database and applications business globally  
(www.solarwinds.com). 

GERARDO DADA

Is Writing Good SQL a Lost Art?

https://logicalread.com/mythbusting-hardware-sql-server-perf-dc01/#.WUf7NevyuUk
https://logicalread.com/mythbusting-hardware-sql-server-perf-dc01/#.WUf7NevyuUk


AUGUST/SEPTEMBER 2017 D A T A B A S E  T R E N D S  A N D  A P P L I C A T I O N S 35

The Battle for the Future of Bitcoin
the emergence of cryPtocurrencieS and blockchain tech-
nology may prove to be almost as significant an innova-

tion as the internet itself. Blockchain offers a mechanism for 
the mediation of any transactions that previously would have 
required trusted third parties, while cryptocurrencies such 
as Bitcoin may eventually become a significant alternative to 
traditional “fiat” (e.g., government-backed) currencies.  These 
technologies could eventually revolutionize the global bank-
ing infrastructure which has underpinned global commerce 
for centuries. 

Many cryptocurrencies exist, but the original Bitcoin cryp-
tocurrency has the largest capitalization: The world supply of 
Bitcoin is currently worth about $44 billion. The blockchain 
network underlying Bitcoin’s blockchain performs five “pet-
ahashes” per second—that’s 5 million, trillion 
hashes calculated per second performed by 
about 7,000 servers. 

Despite this enormous computing capabil-
ity, the blockchain network is only capable of 
processing a small fraction of the number of 
transactions processed by traditional systems 
such as VISA. Bitcoin’s “proof of work” algo-
rithm requires massively parallelized attempts 
to solve a complex mathematical puzzle. The 
node that solves the puzzle first is rewarded 
with Bitcoin. Every computer on the network competes to 
solve the problem, but only one ultimately succeeds—the rest 
of the CPU consumed is effectively wasted.  Bitcoin advocates 
would argue that this is the price we pay for a tamper-proof 
immutable chain. 

Alternative blockchains with their own cryptocurrencies 
have emerged to compete with Bitcoin. Litecoin offers fast 
transaction times with support for micro-transactions while 
Ethereum offers programmable “smart contracts” and the abil-
ity to create customized coins or “tokens.” These additional cur-
rencies threaten Bitcoin’s dominance unless Bitcoin’s scalability 
problems can be addressed. 

In the long term, there are multiple proposals to improve 
scalability of blockchains in general and Bitcoin specifically. 
These included sharding-like approaches that improve the par-
allelism of the overall network and changes to the core consen-
sus algorithms—replacing the computationally expensive proof 

of work algorithm with the much cheaper proof of stake, for 
instance.

However, in the short term, there are two competing plans 
to provide immediate scalability improvements for Bitcoin: 
Segregated Witness (SegWit) and a larger block size.  

Fully understanding SegWit involves some complex Bitcoin 
internals, but in brief, it separates the transaction cryptographic 
proof from the transaction details itself. This speeds processing 
and reduces the size of the transactions. Increasing the block 
size is conceptually simpler—by increasing the size of the block, 
more transactions can fit in each block, and, hence, transaction 
throughput is increased. 

The block size solution is favored by Bitcoin “miners” (those 
who own the Bitcoin hardware) because it will increase the 

hardware requirements for Bitcoin mining and 
thereby centralize power in the hands of the 
bigger investors. SegWit tends to be favored by 
Bitcoin programmers as a more “democratic” 
solution.

Until recently, there was a significant impasse 
between the two proposals. A 95% consensus is 
required for a universal change to consensus 
algorithms, and in the absence of this agreement, 
it’s almost impossible to address the current scal-
ability issues. 

Recently, a compromise solution—SegWit2x —was pro-
posed which, at the time of this writing, appears poised to 
succeed. SegWit2x proposes that should 80% of the Bitcoin 
network adopt SegWit, then within 6 months, the Blockchain 
block size will be “hard-forked” to 2MB. At the time of this 
writing, more than 80% of the network is signaling support for 
SegWit2x, and hence it’s likely that the proposal will succeed. 

However, the creators of the most widely use Bitcoin cli-
ent—Bitcoin core—have objections to SegWit2x. Should the 
client not be updated with SegWit2x support, then the Bitcoin 
network may still fork into two competing currencies. 

The issues with the Bitcoin network involve serious techni-
cal, economic, and sociological problems. My personal belief 
is that blockchain and cryptocurrencies are a big part of our 
civilization’s future technology stack. How big a role Bitcoin 
plays in this future may well be decided by the outcome of 
SegWit2x. n

Guy Harrison, a software professional with more than  
20 years of experience, is a partner at Toba Capital and the 
author of Next Generation Databases (Apress). Contact him at 
guy@tobacapital.com.

GUY HARRISON

emerging  
technologies
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The Importance of Referential Constraints 
referential integrity (ri) is a method for ensuring the 
“correctness” of data within a DBMS. People tend to over-

simplify RI, stating that it is merely the identification of relation-
ships between relational tables. It is actually much more than this. 
RI embodies the integrity and usability of a relationship by estab-
lishing rules that govern that relationship.

By defining referential constraints, you can set up the data-
base to control the semantic accuracy of the data it contains. To 
define a referential constraint, you must create a primary key in 
the parent table and a foreign key in the depen-
dent table. You must also define what actions are 
allowed when data is added or modified. This is 
accomplished with a set of rules applied to each 
relationship. The combination of the primary and 
foreign key columns and the rules that dictate the 
data that can be housed in those key columns can 
be defined to ensure correct and useful relational 
databases.

Referential Constraint Rules
Three types of rules can be attached to each referential con-

straint: an INSERT rule, an UPDATE rule, and a DELETE rule. 
The INSERT rule indicates what will happen if you attempt to 

insert a value into a foreign key column without a corresponding 
primary key value in the parent table. In general, it is never per-
missible to insert a row into a dependent table with a foreign key 
value that does not correspond to a primary key value, unless the 
foreign key is null. 

The UPDATE rule controls data modification such that a for-
eign key value cannot be updated to a value that does not cor-
respond to a primary key value in the parent table. There are, 
however, two ways to view the update rule: from the perspective 
of the foreign key and from that of the primary key. From the 
perspective of the foreign key, once you have assigned a foreign 
key to a row, either at insertion or afterward, you must decide 
whether that value can be changed. This is determined by look-
ing at the business definition of the relationship and the tables it 
connects. If you permit a foreign key value to be updated, the new 
value must either be equal to a primary key value currently in the 
parent table or be null. From the perspective of the primary key, 
it is good database design to forbid modifying primary keys. If 
a primary key value is updated, three options exist for handling 
foreign key values: (1) Restricted UPDATE. The modification of 

the primary key column(s) is not allowed if foreign key values 
exist; (2) Neutralizing UPDATE. All foreign key values equal to the 
primary key value(s) being modified are set to null. (3) Cascading 
UPDATE. All foreign key columns with a value equal to the pri-
mary key value(s) being modified are modified as well.

Finally, RI DELETE rules define what happens when an 
attempt is made to delete a row from the parent table. Similar to 
the primary key perspective of the update rule, three options exist 
when deleting a row from a parent table: Restricted DELETE, Neu-

tralizing DELETE, and Cascading DELETE. 

Referential Integrity Guidance
Although it is true that a database setup with-

out RI will likely perform better and be easier to 
administer, that does not mean you should avoid 
RI! If you do not define the referential constraints 
into the database DDL, then application developers 
will have to code similar logic into all of their appli-
cation programs. And, in most cases, the applica-

tion logic will be less efficient than the built-in DBMS logic. Fur-
thermore, simply failing to code the referential constraints in the 
DDL does not mean that the relationships cease to exist. It just 
means that the database system will not enforce them, so your 
data will wind up with integrity problems.

In terms of administering backup and recovery jobs, the same 
advice applies. If you do not code the referential constraints, 
then your DBMS will permit you to do improper things such as 
backing up related tables on different schedules. That means data 
integrity issues can arise if you have to recover using the backups 
without applying log records. 

So, it is a good physical database design practice to implement 
referential integrity using database constraints. Ignoring the rela-
tionships does not eliminate the business requirement. 

Proper database RI ensures data integrity for both planned 
application programs and for queries in ad hoc SQL statements 
and BI tools. n

Craig S. Mullins is president of Mullins Consulting, Inc. He’s an IBM 
Gold Consultant and the author of two best-selling books, DB2 Devel-
oper’s Guide and Database Administration: The Complete Guide to DBA 
Practices & Procedures. Website: www.mullinsconsulting.com 

CRAIG S .  MULL INS
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you may think your company is behind the curve because 
you are not 100% in the cloud. Very few companies are 

there, and most won’t make it all the way to 100% due to secu-
rity, performance, or other strategic reasons. Most, however, 
are at least getting some workloads into the cloud for price, 
scalability, and competitive advantage. If you are just starting 
your journey, here are a few things to consider.

Challenges

Identities. Are you going to use a directory of some kind, or 
are you going to create your identities in the application? If 
you are going to use a directory, are you going to replicate the 
usernames, attributes, and passwords, or are you 
going to expose a service that can validate the 
login? This is usually the first hurdle you will 
have to overcome. The easiest way is to replicate 
everything, but it can open you to security holes 
if not done correctly because you are putting 
passwords outside of your firewall.

Bandwidth. When looking at a cloud service, the 
compute power and storage may look very cheap. 
How much does it cost to transfer the data there 
or to retrieve it? That is normally when the costs really start to 
add up. If you can, try to keep the data transfer within the cloud 
and then bring back only the data that you need. Co-locating 
applications in the same cloud can really reduce this traffic.

Your data or their data? When using a cloud service, make 
sure you find out about how your data is stored, who has access 
to it, and what happens if you leave the service. Do you have 
access to the data at the end? What kind of format is it in? How 
secure is your data? Are you exposing yourself to a data breach? 
Your data is the most important asset of your company; do not 
put it in jeopardy because you didn’t read the fine print.

Licensing
Does the vendor allow you to run its product in the cloud? 
Does the licensing change based on where it is running? Does 
the vendor charge you more if it runs at another cloud pro-
vider versus its service? You need to read your contracts care-
fully, and, if necessary, get a third party involved to help you 
understand what you are allowed to do.

Starting Simple

Start with IaaS. Instead of running on virtual machines 
in your data center, try running them in one of the cloud 
providers data centers. You will be able to install your appli-

cations, and they will look like the ones you are 
running currently.

Less-critical applications. Don’t take the 
most critical application for your company to 
the cloud first. There is a lot of learning you 
will have with your first applications. You want 
to only move the big, critical applications once. 
Get some successes first and then go for the 
challenge. 

Backups. One thing you are probably already doing is 
sending your backups offsite. There are cloud-based services 
with major vendors that  allow you to accomplish the same 
thing. These will have less of an impact on a user than mov-
ing the actual application. Just make sure you understand 
your read/write frequency and how much that will cost you.

Overall, the best thing that you can do is talk to someone 
who has been through it. If you are looking at a specific ven-
dor, then ask for references. Join a user group, and talk to 
companies like yours. Educate yourself, and then work your 
way in. n

David Start is president of the Independent Oracle Users Group 
Board of Directors.

DAVID START

Baby Steps to the Cloud
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Kevin Kline, a longtime Microsoft SQL Server MVP, is a founder and  
former president of PASS and the author of SQL in a Nutshell. Kline 
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Adaptive Query Processing  
in SQL Server 2017

the next releaSe of Microsoft SQL Server, 
announced as SQL Server 2017, is avail-

able for download in CTP2 at http://tinyurl.com/
SQLvNextLinux and offers many cool new features. 
One set of features that I really like focuses on adap-
tive query processing. These new features speed 
processing of workloads, especially those that have 
historically been the hardest to tune.

How It Used To Be
Prior to SQL Server 2017, query processing was a monolithic 

process. The SQL Server query optimizer would first construct 
a query plan for a batch of T-SQL code, a stored procedure, or 
function, and then submit that plan for processing in a way 
that, once started, had to run to completion. (There are certain 
nuances that could cause a recompile before finishing, but that 
is a bit outside of the scope of this discussion.) The quality of 
that query plan is wholly dependent on the quality of the car-
dinality estimates (i.e., an estimate of the number of rows of 
data involved in an operation); the order of the operations, such 
as joins; and the physical algorithms used to process the query, 
such as whether SQL Server spills an intermediate worktable to 
tempdb.

Due to a few factors, such as inaccurate cardinality estimates, 
the plan quality might be quite poor. A follow-on effect of poor 

plan quality is that SQL Server might grant far 
too much physical resources, such as CPUs or 
memory, to the query, in turn meaning that other 
queries might not get as much of those resources 
as is optimal. Hence, overall performance suffers, 
in addition to the performance of that individual 
query with the poor plan quality.

How It Is Going to Be
SQL Server 2017 fixes the plan quality issues 

of previous releases via three new features: interleaved execution 
for multi-statement table-valued functions (TVFs), batch-mode 
execution adaptive joins, and batch-mode memory grant feed-
back. Here’s what they do:

•  Interleaved execution for multi-statement table-valued 
functions (TVFs): In older releases, SQL Server was noto-
rious for having a hard time creating a high-quality plan for 
code that included a TVF. SQL Server would make assump-
tions about the cardinality estimate of a TVF, frequently 
assuming incorrectly. As a result, the entire query would 
perform poorly. This is an important problem because 
TVFs have widespread popularity among developers. Not 
so with DBAs! In SQL Server 2017, when the query opti-
mizer encounters code with a multi-statement TVF, the 
query optimizer will pause optimization, execute the TVF 
subtree to get a very accurate cardinality estimate, and then 

continue processing of subsequent opera-
tions with an accurate set of assumptions. 

This interleaved execution means that 
workload performance issues due to 
heavy use of TVFs are fixed for free 
by upgrading to SQL Server 2017. 
There are some restrictions in the 
first iteration of the feature. First, 
the TVF must be read-only. Sec-

ond, the TVF cannot be used inside 
of a CROSS APPLY operation. Aside 
from those restrictions, running the 
code in compatibility level 140 (the 

default for SQL Server 2017) will auto-
matically improve use of interleaved exe-

cution where possible.

http://tinyurl.com/SQLvNextLinux
http://tinyurl.com/SQLvNextLinux
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• Batch-mode execution adaptive joins: SQL Server typi-
cally chooses between three types of physical join operators: 
nested loop joins, merge joins, and hash joins. Each type 
of join has strengths and weaknesses. In earlier versions of 
SQL Server, after selecting a join algorithm, SQL Server had 
to process it even if a better alternative might be available. 
In SQL Server 2017, the query optimizer can now sense a 
bad join choice in a plan and dynamically switch to a bet-
ter join algorithm during the execution of the code. This 
addresses some common performance issues. Here’s an 
example. A parameter-depending query might need to use a 
nested loop join when the parameter value indicates a small 
number of rows are required but a different parameter value 
might indicate that a hash join would be better because 
100x more rows are required than with the other parame-
ter. Now, SQL Server can dynamically switch between the 
two types of joins. Note that adaptive joins always choose 
between nested loop and hash joins. Merge joins are not 
currently part of the heuristics.

•  Batch-mode memory grant feedback: Previously, SQL 
Server took a cardinality estimate for a given T-SQL batch 
and then estimated the minimum memory grant needed 
for execution as well as the ideal memory grant needed to 

hold all rows of the batch in memory. It there were any 
problems with the cardinality estimate, performance suf-
fers and available memory is constrained. Now, SQL Server 
2017 recalculates the actual memory required by the batch, 
updating the grant value in the cached plan. When identical 
batches are later executed, they use the revised and better 
memory grant size. Performance speeds up because there 
are fewer spills to tempdb, and memory granted to batches 
are much more accurate, providing more memory to the 
batches that need it most.

The three features of adaptive query processing can make 
SQL Server 2017 significantly faster at processing your 
workload. Not only that, but they also provide significant 
improvements without needing to refactor your T-SQL code. 
I strongly encourage you to begin benchmarking your current 
workloads on the CTP today. I wouldn’t be surprised if you saw 
improvements from 15–25% in overall processing speeds on a 
busy SQL Server. 

Read more about interleaved execution, adaptive joins, and 
batch-mode memory grants at https://blogs.msdn.microsoft 
.com/sqlserverstorageengine/2017/04. 

Have you benchmarked performance of your application 
against SQL Server 2017? If so, please share your findings  
with me! n

SQL Server 2017 fixes the plan quality 
issues of previous releases via three new 
features: interleaved execution for multi-
statement table-valued functions (TVFs), 

batch-mode execution adaptive joins, and 
batch-mode memory grant feedback.

The three features of adaptive query processing can make 
SQL Server 2017 significantly faster at processing your 
workload, and they also provide significant improvements 

without needing to refactor your T-SQL code.

https://blogs.msdn.microsoft.com/sqlserverstorageengine/2017/04
https://blogs.msdn.microsoft.com/sqlserverstorageengine/2017/04
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TODD SCHRAML

there iS an old joke that a 
tourist in New York City is lost 

while sightseeing and notices a musi-
cian leaving a taxi; he walks up to 
the musician and asks, “How do you 
get to Carnegie Hall?” The musician 
responds, “Practice, practice, practice.” 
Obviously, such jokes are doomed to 
obscurity as people now will simply 
use the navigation app on their phone. However, the 
advice itself, in its own way, will always be relevant—
practice, practice, practice.

Designing databases is not a clerical function. One 
does not apply simple automated transformations to 
get from A to B. Yes, there are an abundance of steps 
and pieces. Some of those steps may be largely auto-
matic, even if the tools do not automate them. A nov-
ice data modeler may be overwhelmed by the variety 
of detail; things can appear quite mind-numbing. But 
those who simply ignore the complexities and assume 
everything is a virtual automatic cut, paste, and 
repeat will be doomed to create models that, at best, 
are sloppy, or at worst, wrong. Speed kills—rushing 
through the design steps is a great way to make more 
than the average numbers of mistakes. The designer 
is the creator; if she/he leaves a simple typographical 
error in a column name or a column definition, it 
may remain there forever. And across eternity, users 
viewing those typos will remind themselves just how 
stupid the data modelers who put things together 
were—they cannot even spell correctly. Larger errors 
will engender greater responses and animosity. Once 

the database tables are rolled out, 
developers write the code that popu-
lates and updates those tables. Report 
writers start writing scripts to extract 
data from those tables. If things need 
to be changed across the names of 
columns within those tables, “just” 
changing a column on a single table 
may require changing the code 

within many modules and across many reports. The 
correction effort itself may constitute a small project 
of its own.

Attention to detail is paramount in database 
design. A certain level of functional OCD (Obses-
sive-Compulsive Disorder) is almost a job require-
ment for certain IT jobs, including data modelers and 
DBAs. Before data modeling tools came into existence 
and automated many aspects of the database design 
efforts, this work was all done by hand. And for IT 
shops that refuse to invest in such tools, the work still 
is largely manual. This makes the challenge of creat-
ing and maintaining data models quite an endeavor. I 
know of one DBA who had a rule that major changes 
were not to go into production until she reviewed her 
work three separate times—and if possible, across 
3 different days. Yes, this meant a lag of 3 days for 
migrating database changes into production. But, the 
number of defects found after things were in produc-
tion was near zero and much, much lower than the 
error rates among her peers. Ultimately, the 3 days she 
spent making sure her change scripts were as correct 
as possible were much less costly than the weeks of fix-
ing and reworking from her peers.

Everyone needs to find their own way to transcend 
such issues as typos or other errors. Multiple-pass 
error-checking or other rituals may help. The actual 
implementation tactics one uses are unimportant; 
the only critical thing is the result. Therefore, each 
designer needs to find an approach that works for 
them, one that addresses the kinds of errors they are 
prone to making and how to overcome them.  

To work through establishing the rituals and the 
mindsets necessary to consistently achieve compe-
tence in delivering clean data models requires com-
mitment of the data modeler—and practice, prac-
tice, practice. n

Data Modeling Takes  
Practice, Practice, Practice
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