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Changes Ahead?
By Joyce Wells

YOU HAVE LIKELY HEARD many predictions about 
what’s ahead in IT. While many cutting-edge 
technologies, such as AI, machine learning, or 
blockchain, are already being put to use and 
poised for much more widespread adoption in 
the year and decade ahead, with our first issue 
of Big Data Quarterly in 2020, we have chosen 
to focus on one that may be a little further out 
in the future: quantum computing.

Although mainly in an experimental state, 
quantum computing is able to process an almost 
infinite amount of parallel compute threads for 
greater speed than was possible before, accord-
ing to BDQ contributing editor and analyst Joe 
McKendrick. In his article, industry leaders 
weigh in on the possibilities for the technology, 
and McKendrick highlights how major vendors 
such as Amazon, Microsoft, IBM, Intel, and 
others are leading the way. 

The timing for the arrival of quantum-
enabled commercially available applications 
may still be several years off, says McKendrick, 
who considers the potential benefits, cooling 
and control systems challenges, skills required, 
and security issues involved. “Expect to see 
more talk of quantum—and more tangible 
offerings—to emerge over the coming year,” 
he notes.

Interviews with experts also explore the 
changing data scene and what’s ahead. AI is a 
key technology capturing attention as a trans-
formative solution for enterprises, and funda-
mental to AI is the use of ontologies, says Seth 
Earley, CEO of Earley Information Science, in 
an interview with BDQ. “Ontologies are the 
knowledge scaffolding of an organization,” 
explains Earley. “They are the structure and the 
framework on which the organization processes 
its data content and its knowledge insights.”

In addition, Steve Daheb, senior vice presi-
dent, Oracle Cloud, reflects on how the use of 
cloud is evolving. Multi-cloud as well as hybrid 
cloud scenarios will be prominent in the future 

but, along with that trend, customers will be 
looking to get more out of their cloud deploy-
ments than simply re-platforming. “Gen 1 of 
cloud was more strictly compute, network-
ing, and storage, and moving workloads from 
on-prem to the cloud,” he says. “Now it’s shift-
ing. It’s not just about moving to the cloud, 
it’s about what can be done in the cloud.”

And there are many other insightful articles 
in this issue. In a piece on the use of new tech-
nologies, LicenseFortress’ Michael Corey and 
VMware’s Don Sullivan ask why antiquated 
methods of data collection and analysis persist 
while innovative approaches could provide 
significant advantages. “Modern GPUs have 
made the dream of computer scientists a real-
ity,” they note, but little has changed in close 
to 90 years with regard to how the GDP or 
unemployment rate in the U.S. is calculated. 
“Why is it that the economic algorithms fail 
to utilize the same level of sophistication and 
technology used in fantasy baseball?”

SAS’s Kimberly Nevala looks at the decep-
tive allure of data democratization and what 
is needed to make it a reality. NVIDIA’s Jim 
Scott explains the importance of the upcom-
ing Spark 3.0 release which will offer GPU-
aware scheduling. Software AG’s Bart Schouw 
shines a light on the age-old problem of too 
many silos and not enough integration.  “Inte-
gration is more than the sum of the parts that 
it ties together; it is the only path to monetiz-
ing your data,” says Schouw.  

Whether they represent quantum changes 
or more evolutionary shifts, fresh data man-
agement approaches are being put to work. 
To continue the exploration of how new tech-
nologies can be deployed for business advan-
tage, plan to attend Data Summit 2020. The 
conference will take place May 19–20, with 
preconference workshops on May 18, at the 
Hyatt Regency Boston. Go to www.dbta.com/
DataSummit/2020 for more information.

http://www.dbta.com/DataSummit/2020
http://www.dbta.com/DataSummit/2020
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BIG DATA BRIEFING
Key news on big data product 
launches, partnerships, and 
acquisitions 

Google Cloud has completed 
its acquisition of Looker, provider 
of a unified platform for BI, data 
applications, and embedded 
analytics. According to Google Cloud, 
the companies have many shared 
customers and, by joining together, 
Google Cloud will be positioned 
to address the data analytics and 
BI demands of more enterprises 
globally, across all industries.  
https://cloud.google.com 

Attivo Networks, a provider 
of cybersecurity threat detection 
solutions, has announced new 
capabilities within its ThreatDefend 
Detection Platform to anticipate and 
address methods an attacker will 
use to break out from an infected 
endpoint. “Endpoints are the new 
battleground, and well-orchestrated 
detection and response capabilities 
are an organization’s greatest weapon 
against attackers,” said Srikant 
Vissamsetti, senior vice president 
of engineering at Attivo Networks. 
https://attivonetworks.com

Oracle and Microsoft have 
extended their cloud partnership 
with a new cloud interconnect 
location in Amsterdam. The new 
Amsterdam interconnect will enable 
businesses that rely on software from 
both companies to share data across 
applications running in Microsoft 
Azure and Oracle Cloud. The 
facility in Amsterdam—a strategic 
data center hub for Europe—joins 
interconnected regions already up 

and running in Toronto, Ashburn, 
Virginia, and London and is part 
of a broader Oracle-Microsoft 
cloud interoperability partnership 
announced last year. www.oracle 
.com and www.microsoft.com 

Hazelcast, provider of an open 
source in-memory computing 
platform, has announced an 
additional $28.5 million in funding, 
bringing its total Series D round 
to $50 million. Hazelcast raised 
an initial $21.5 million in Series 
D funding in June but, given 
the interest from the investor 
community, the company said,  
it expanded the round.  
https://hazelcast.com 

GoodData, a provider of end-
to-end analytics solutions, is now 
providing compliance with the new 
California Consumer Privacy Act 
within its flagship platform.  
www.gooddata.com

IBM inventors received 9,262 
U.S. patents in 2019, achieving a 
milestone of most patents ever 
awarded to a U.S. company, 
and marking the company’s 
27th consecutive year of U.S. 
patent leadership. In 2019, IBM 
led the industry in the number 
of U.S. patents granted across 
key technology areas such as 
AI, blockchain, cloud computing, 
quantum computing, and security. 
www.ibm.com 

Software intelligence company 
Dynatrace is expanding its 
digital experience management 
capabilities with advanced analytics 
and segmentation of mobile app 
user sessions, auto-instrumentation 
for additional mobile platforms and 

technologies, and enhancements 
to its explainable AI engine, Davis, 
including insights from third-party 
mobile app components.  
www.dynatrace.com

SolarWinds, a provider of IT 
management software, is adding 
Database Performance Monitor 
to its IT operations management 
portfolio, enabling customers to 
manage on-premise, hybrid, and 
cloud-native databases through 
a single provider, and with both 
on-premise and SaaS delivery. 
www.solarwinds.com 

dotData, focused on delivering 
full-cycle data science automation 
and operationalization for the 
enterprise, has achieved Amazon 
Web Services Machine Learning 
Competency status, reaching the 
milestone 8 months after joining  
the AWS Partner Network. 
https://dotdata.com 

Yellowbrick Data, provider of 
a modern analytical data warehouse 
built for the hybrid cloud, is 
partnering with MicroStrategy, 
enabling new integration of a 
Yellowbrick Data warehouse and 
MicroStrategy 2020, MicroStrategy’s 
flagship enterprise analytics 
platform. www.yellowbrick.com  
and www.microstrategy.com

Databricks, a provider of unified 
data analytics, has announced that 
Azure Databricks is now certified 
for the HITRUST Common Security 
Framework (HITRUST CSF). With 
HITRUST, organizations can measure 
and benchmark compliance using a 
standardized compliance framework, 
assessment, and certification 
process. https://databricks.com

https://cloud.google.com
https://attivonetworks.com
http://www.oracle.com
http://www.oracle.com
http://www.microsoft.com
https://hazelcast.com
http://www.ibm.com
http://www.dynatrace.com
https://www.solarwinds.com
https://dotdata.com
https://www.yellowbrick.com
http://www.microstrategy.com
https://databricks.com/
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THE VOICE OF BIG DATA

HARNESSING THE POWER OF 
AI FOR THE ENTERPRISE
AI is capturing attention as a transformative 

technology for enterprises. Fundamental to AI 

is the use of ontologies, says Seth Earley, CEO of 

Earley Information Science (EIS), a consulting firm 

focused on organizing information for business 

impact. His new book The AI-Powered Enterprise: 

Harness the Power of Ontologies to Make Your 

Business Smarter, Faster and More Profitable, 

due out in April, focuses on the importance of 

ontologies as a foundation for AI success.

How accessible is AI becoming? 
Organizations do not need to hire expensive data scientists to 

get value from AI. The large technology vendors as well as many 
startups are offering “AI platforms” such as IBM’s Watson Studio, 
Google AI, and Azure from Microsoft. These development envi-
ronments have configurable solutions (like simple chatbots) 
as well as the ability get to the more sophisticated tools and 
frameworks. What this means is that AI will be democratized 
with greater access to sophisticated algorithms for organizations 
without deep in-house data science expertise. This will also 
create “data oligarchies” with a great deal of power in the hands 
of a few companies because, in exchange for using their platform, 
they have access to more and more data. 

Why is it important for organizations to start to prepare 
for AI now?

There are a couple of classes of applications that we can con-
sider in terms of preparing for AI. The first is doing things in a 
more efficient way and helping to make sense of, and get insights 
from, large amounts of data. The second class of applications 
includes new ways of doing things—for example, streamlining 
the user experience through personalization or responding to 
real-time field performance of products. 

But, regardless of the class of applications—and the delin-
eation is not hard and fast because certainly there are overlaps 
between them—organizations still need to do the basics. If 
product names or categories are missing or inconsistent from 
application to application, that data will need a lot of cleansing 
and manipulation to be usable for analytics or machine learning 
and AI. With AI, quality data is the price of admission, and there-
fore the unsexy things like governance processes, quality assur-
ance processes, data ownership, and data curation have to be in 
place to drive these programs. 

How will AI change the way companies operate in the future?
AI is an extension of present-day technology that is used to 

reduce the cognitive load on the user or improve how we inter-
act with technology. AI can also solve problems that were not 
readily solvable by traditional programming approaches. AI 
algorithms can process very large amounts of information, find 
patterns, and make predictions that were not easily addressed 
with traditional computing technology. 

What is the biggest inhibitor to ROI in AI projects?
There are several sources of problems with ROI in AI proj-

ects. The first is that people don’t clearly identify what they’re 
trying to accomplish. Many organizations are experimenting, 
trying to figure things out. AI success and ROI first depend 
on the clarity of the problem that you’re trying to solve, rather 
than trying to deploy shiny new technology. 

Another challenge is that it’s very difficult to go from a proof 
of concept or pilot to something that’s operational. When you 
do a pilot to show something working, you are hand-curating 
the data, fixing it, and putting it into an algorithm. The results 
in the pilot may be great, but then when you try to deploy it, 
you don’t have the same luxury of crafting in the data processes 
where you’re treating the data with loving care by a data scien-
tist and have a lot of data janitors cleaning up the data. 

Other inhibitors include problems with hype and unrealis-
tic expectations of the tools. There may also be a misalignment 
of the tool complexity and the type of problem. For example, 
IBM’s Watson technology is very powerful. But there are cer-
tain applications that you really don’t need it for—and, if you 
try to apply it, you’re using a sledgehammer to kill a flea. 

Why should organizations be focused on ontologies?
Ontologies are the knowledge scaffolding of an organi-

zation. They are the structure and the framework on which 

Seth Earley, CEO 
Earley Information Science (EIS)

http://www.earley.com
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the organization processes its data content and its knowledge 
insights. The ontology really becomes the soul of the business, 
because it contains relationships of condensed clear definitions of 
the business concepts and how those business concepts are imple-
mented in multiple contexts and applications. 

What do ontologies offer?
If we start from a conceptual perspective, we need to look at 

the business imperatives. What are the things that are important 
to the business? And now, how do we convert those concepts 
into the tools and data structures that will streamline data flows 
and workflow processes? Starting conceptually rather than tech-
nically allows us to understand how value is created and con-
veyed without getting hung up with technology. 

An ontology is a set of organizing principles and the relation-
ships between them. The idea is that you are cataloging your data 
structures and sources as they relate to concepts about the business, 
but in a way that’s very flexible and that captures knowledge rela-
tionships. In this way, as the ontology evolves, it becomes some-
thing of increasing value. The ontology can power many different 
applications. It becomes an overlay on the various data and con-
tent processes throughout the organization. 

What do ontologies enable for AI?
Any machine learning algorithm will benefit from reference data, 

because otherwise it doesn’t know what you name things; it doesn’t 
have a sense of what products are for, what services are, what cus-
tomers you have, or what the customer types are. There is a process 
by which labels can be generated by the AI but those are not always 
human-friendly. An analyst has to interpret them and get them 
aligned with approved terminology for them to be practical. 

How is information in ontologies represented and stored?
When you develop an ontology, you are basically building 

various vocabularies and hierarchies, and then building the rela-
tionships between them. That information can live in a standard 
database, a specialized database, or in an ontology management 
system. Some people describe them as being stored as triples, 
which is a subject-verb-object structure, and that relationship 
itself is the data that is stored. 

In addition, you can have things that are conceptually related. 
You might have a product and then there might be services for 
that, but there may be a product and an application for that prod-
uct. Maybe you want to look for applications for an industry and 
then tell me what products you have to enable those applications. 
You also have the ability to manage, in one place, vocabularies 
that may have different levels of granularity and specificity. 

How do graph databases or other database technologies fit in?
People often think of knowledge graphs as ontologies. You 

can also incorporate operational data and many other pieces. 
For example, you can build chatbots and have dialogue snippets 
stored in an ontology to make bots more reusable. 

A knowledge graph contains entities and the relationships 
between them. It becomes a knowledge network with multi-dimen-
sional sets of relationships. A good example is Facebook, where you 
can find people from the same high school and then find they have 
an interest in common with you or that they previously worked for 
the same company. And so it’s all about these connections, like play-
ing the game Six Degrees of Kevin Bacon where the goal is to find 
the shortest path from a random actor to Bacon through films that 
various actors have in common. These are examples of traversing a 
knowledge graph. Building a corporate knowledge graph will help 
to find human expertise and answers more quickly by mapping vari-
ous data sources and knowledge bases. Ontologies have to live some-
place and ultimately, they’re going to be in a database of some sort. 

Why are ontologies underappreciated?
People think of them as academic and abstract, and in some ways 

they are. But just as machine learning algorithms were academic 
and abstract, they then became more mainstream when they 
proved their value. It has been difficult to apply ontologies on a 
practical level. There are ontology management tools which can be 
challenging to deploy. Frequently, ontologies are behind the scenes. 
For example, ontologies are behind more powerful search. They can 
also be embedded in product information management systems. 
But those are tool-specific applications. A better architecture might 
be to serve them up to multiple systems using web services. 

What else is misunderstood about the use of ontologies?
Another misunderstanding is that once you build an ontology 

you are done. That is never the case. They always evolve, and there 
is almost endless complexity. It’s like asking when you are done with 
a taxonomy, or when you’re done with sales and manufacturing 
and marketing, or business development and customer service. 

What is your advice on how to get started?
Ontologies are very practical, but you have to build them in a 

practical way, incrementally. Start small; even though there are a 
wide range of concepts in the ontology, focus on the business prob-
lem and do not try to boil the ocean. Use basic information hygiene, 
which is part of the world of ontology. Then, the ontology allows 
you to capture more human expertise in the structures of your data 
source as time goes on.

This interview has been edited and condensed by Joyce Wells.

The AI-Powered Enterprise: Harness 
the Power of Ontologies to Make Your 
Business Smarter, Faster and More 
Profitable, is available from Amazon.

http://dbta.com/bigdataquarterly
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What Is Continuous SQL and  
Why Are Companies Challenged 
Without It?
By Kenny Gorman

THERE’S NO QUESTION that investing in data systems and 
infrastructure can make organizations more com-
petitive and allow for new, exciting innovations. This 
makes every company a data company. But recently, 
the maxim has come into sharper focus. The big com-
petitive advantage doesn’t come from data-at-rest; 
instead, it comes from streaming data. 

Think of Facebook delivering relevant ads in real 
time based on a user’s clickstream data or consider 
the fact that companies can make real-time pricing 
adjustments (for example, surge pricing with Uber 
or Lyft) based on demand and other factors. These 
are just two examples of how companies can tap into 
the firehose of real-time data they are generating to 
create transformative services, products, and cus-
tomer experiences. Today, streaming data—span-
ning IoT, financial trades, clickstream data, and 
the list goes on—plays a role in almost everything 
innovative companies do. 

Streaming data presents a tremendous oppor-
tunity, but it also creates a host of new challenges. 
First, ingesting the high volume of data, distilling it 
down into useful parts, and routing it to a new breed 
of applications require new and specialized designs.

Second, simply capturing data at an increasing 
rate provides little to no advantage. Enterprises also 
must process the data. Structured Query Language, 
or SQL, has been the de facto standard for querying 
for decades, but it is necessarily different when applied 
to real-time streams. To run SQL on the boundless 
stream of data, the continuous SQL grammar has 
some important differences.

 Capturing and Storing Events
There are several components to any event 

streaming architecture. The first consideration is a 
system for input/output and storage of streams of 
data. Apache Kafka, Pravega, Pulsar, and NATS are 

relatively simple, scalable, and high-performance 
architectures for this purpose. They serve as a way to 
acquire events from IoT sensors or other events such 
as financial transactions and offer durable storage 
and simple APIs. They have become the new enter-
prise data bus.

Unfortunately, they are only part of a robust 
event streaming architecture. Getting the data out of 
these systems and delivering it to data-hungry appli-
cations is problematic. Although Kafka, for example, 
has a robust set of APIs, low-level programming and 
a specialized knowledge of the tricky semantics of 
streaming data are still required.

Processing Streams
The next ingredient in the architecture is the 

stream processor, or the ability to compute on data 
directly as it is produced or received. Upon receiving 
an event from the stream, a stream processing appli-
cation reacts to that event. It may trigger another 
action, for example. 

Stream processing frameworks present an API 
for writing computations against the rapid flow of 
data and are built to manage state and provide fault 
tolerance and a framework for scalability. Examples 
of stream processing frameworks include Apache 
Flink, Samza, and Storm, which are able to manage 
state, handle inter-process communications, pro-
vide high availability/restart-ability, and enable the 
scalability of groups of jobs. These frameworks are 
highly powerful but also quite complex in initial 
code generation and ongoing maintenance.

Adopting Continuous SQL
As a starting point, SQL is well-suited for stream 

processing. It is a declarative and expressive language 
that enables sophisticated real-time analytics to be 
expressed using simple queries. It is pervasive, too. 

Kenny  
Gorman is 
co-founder 

and CEO of 
Eventador 

(https://
eventador.io).
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https://kafka.apache.org/
http://www.pravega.io/
https://pulsar.apache.org/
https://nats.io/
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Most enterprise developers know and understand SQL, and, for 
those that don’t, it’s easy to learn. SQL also simplifies real-time 
analytics by encapsulating the underlying complexity of the 
data management operations. Developers, data engineers, data 
scientists, and others do not need to use complicated, low-level 
APIs to create processors. They can create them using SQL. More 
importantly, they can issue SQL against the stream of data and 
receive feedback right away. This allows them to explore and 
reason about the data stream itself using a familiar paradigm. 

With traditional SQL, queries are run and then return a 
result set. With continuous SQL, data flows through a perpet-
ually running query. Each time new data arrives, the query 
incrementally evaluates its result, efficiently recomputing the 
current state.

Continuous SQL, sometimes called Streaming SQL, 
StreamSQL, Continuous Query, Real-Time SQL, or even 
“Push SQL,” builds upon SQL for stream processing. Con-
tinuous SQL should be familiar to anyone who has used SQL 
with an RDBMS, but it does have some important differ-
ences. In an RDBMS, SQL is interpreted and validated, an 
execution plan is created, a cursor is spawned, and results 
are gathered into that cursor and then iterated over for a 
point-in-time picture of the data. This picture is a result set 
and it has a start and an end. The phasing is described as 
parse, execute, and fetch.

In contrast, Continuous SQL queries ceaselessly process 
results to a “sink” of some type. The SQL statement is inter-
preted and validated against a schema. The statement is then 
executed, and the results matching the criteria are continuously 
returned. Jobs defined look very similar to regular stream pro-
cessing jobs. The difference is that they were created using SQL 
versus something such as Java, Scala, or Python. Data being 
emitted via Continuous SQL delivers continuous results. There 
is a beginning, but no end. 

Running SQL against boundless streams of data requires a 
new way of thinking about programming. While much of the 
SQL grammar remains the same, how the queries work, the 
results that are shown, and the overall processing paradigm is 
different than traditional RDBMSs. Filters, subqueries, joins, 
functions, literals, and myriad useful language features gen-
erally exist, but they may have different behaviors. New con-
structs around time, and specifically “windowing,” are intro-
duced. Mastering these constructs enables new platforms that 
are more broadly available to a wider range of individuals. For 
example, SQL enables organizations to offer self-serve plat-
forms such as Netflix Keystone and Uber AthenaX that allow 
business users to take advantage of streaming data.  

Materializing Results
Another key difference between Continuous SQL and tra-

ditional SQL is the way the results of the query are handled. In 
traditional SQL, a result set is returned to the calling applica-
tion as a cursor consumes the results. Using Continuous SQL, 
the results are continuously returned, as mentioned earlier, 
to sinks. Sinks can be streams of data such as Kafka topics, 
or sinks can be more traditional systems such as an RDBMS. 
More than one stream can utilize the same sink, sometimes 
joined with other streams.

It’s extremely common to have some sort of persistent 
storage at the end of a stream of data. This makes it easy for 
developers to consume the data from an application. Perhaps 
a JavaScript application is plotting vehicle locations on a map 
using streamed geolocations. In this scenario, it pulls the loca-
tions over HTTP at periodic intervals. Ultimately, creating a 
materialized view on a stream (materializing the results of a 
query) is one of the important, tricky, and often-overlooked 
parts of a streaming data pipeline, but it is absolutely critical 
to success. 

For example—IoT sensors transmit continuously updated 
event data for the same parameter (for instance, lat/long). This 
materialized view gives you the latest message containing lat/
long and not the coordinates for previous locations. This bet-
ter enables companies to get a current snapshot of their data. 

The Payoffs Are Worth the Effort
Although the technological challenges of harnessing stream-

ing data are daunting, the results are worth the effort. Event-cen-
tric thinking unlocks a host of new capabilities and applications 
that were previously not possible.

Most of what goes on today in the business world is based 
on next-generation applications that tap into everything from 
IoT data and credit card transactions to data about network 
security threats and online activities. Incorporating streaming 
data into products and services is the future of product innova-
tion. Solutions based on Continuous SQL enable organizations 
to build next-generation applications that incorporate any type 
of streaming data, creating huge competitive advantages across 
a wide variety of industries.  

With continuous SQL, data �ows through a 
perpetually running query. Each time that new data 
arrives, the query incrementally evaluates its result, 

e�ciently recomputing the current state.

http://dbta.com/bigdataquarterly
https://eventador.io/continuous-sql-explained/
https://en.wikipedia.org/wiki/StreamSQL
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Quantum 
Computing  
GETS REAL 
BUT IS NOT  
Ready for 
Prime Time
By Joe McKendrick

Q
uantum computing continues to captivate imaginations. 
The technology takes advantage of quantum mechanics 
to deliver exponentially faster speeds by being able to 
process an almost infinite amount of parallel compute 

threads delivered as qubits and quantum gates. As Jim Clarke, 
director of quantum hardware for Intel Labs, describes it, “by 
harnessing quantum mechanics, quantum computing systems 
promise an unprecedented ability to simulate and analyze natural 
phenomena, significantly accelerating the ability to process 
information and answer questions that would require prohibitive 
amounts of time even for today’s supercomputers.”
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But how close is it to practical business 
applications? Quantum is still mainly in an 
experimental state and it’s unclear whether 
most working efforts will be in the cloud or 
integrated into system CPUs. 

The major vendors have been leading the 
way. Amazon recently launched a quantum-
as-a-service offering called Amazon Braket, 
intended to help customers gain experience 
with the technology. Microsoft launched 
Azure Quantum, a set of quantum services 
that ranges from pre-built solutions to soft-
ware and quantum hardware. Developers 
also have access to an open source Quan-
tum Development Kit. 

IBM, which unveiled a commercial 
quantum computer in early 2019, launched 
Qiskit for developers invested in open source 
technology, and IBM Quantum Experience 
for developers and users who want access 
to all the latest technology on the cloud. 
The vendor even took things a step further 
when it announced that it is working with 
more than 100 organizations—including 
Anthem, Delta Airlines, Goldman Sachs, 
and Wells Fargo—through its Q Network, 
which offers cloud-based access to the 
vendor’s Quantum Computation Center.

‘MILE ONE IN A MARATHON’
With the largest technology vendors 

announcing quantum computing capa-
bilities, and even “quantum as a service,” 
does this mean quantum computing is 
becoming part of mainstream application 
offerings anytime soon? Industry observ-
ers say it’s still too early for businesses to 
start to leverage this powerful new form 
of computing. “Quantum computing is 
advancing in leaps and bounds, but it is 
still in its early stages of development and 
not quite ready for mainstream enterprise 
adoption,” said Dan Garrison, master tech-
nology architect in Accenture’s Quantum 
practice. Accenture anticipates the first 
enterprise applications leveraging quantum 
computers to be widely incorporated into 
businesses in the next 2–5 years, he said. 

At this point, “the industry is at mile 
one in a marathon toward commercializa-

tion of quantum computing,” said Clarke. 
“While there have been a lot of articles and 
announcements about quantum systems 
and capabilities, these services run on 
relatively small quantum systems.” Mov-
ing from lab-scale quantum test systems 
to real-world applications for quantum 
systems will require demonstrating quan-
tum practicality, Clarke noted. To reach 
that level, this transformative technology 
will need to make the leap from research 
to commercial viability in applications 
such as drug development, logistics opti-
mization, natural disaster prediction, and 
more, he added

There are likely to be some industries 
that will see quantum computing imple-
mentations sooner than others. “These 
implementations will be ones that sup-
plement existing processes, versus bet-
ting a whole corporate strategy on the 
outcomes,” said Garrison. “What will be 
interesting to watch for is if any organiza-
tion leverages quantum in such a way that 
it provides them a distinct competitive 
advantage against their peer group.”

Industries likely to be ahead of the 
curve include insurance—for underwrit-
ing and member satisfaction—as well as 
retail—to facilitate hyper-personaliza-
tion, predicted Prasad Kothari, vice pres-
ident of analytics and client solutions for 
The Smart Cube. Additional leaders may 
include the healthcare sector, which will 
employ quantum for more personalized 
treatment, and life sciences, which will 
use it to boost drug discovery and com-
mercial analytics, he added.

Anis Uzzaman, CEO of Pegasus Tech 
Ventures, sees quantum computing target-
ing the biggest problems in industries such 
as healthcare and energy. Both hardware 
and applications related to quantum will be 
emerging this year, he predicted.

CLOUD OR ONSITE?
For the most part, quantum computing 

will initially be available through cloud-
based services. On-premise offerings are 
impractical “largely due to the intricate 
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cooling systems required to operate quan-
tum devices,” said Clarke. He doesn’t rule 
out on-premise systems in the future, how-
ever, as quantum computing research and 
development continues to progress. “Intel 
is exploring the possibility of raising the 
operating temperature of spin qubits in 
silicon, which would dramatically reduce 
the complexity of the cooling and con-
trol systems required to enable quantum 
computing.” From a hardware perspective, 
Intel recently introduced Horse Ridge, an 
integrated control chip for qubits.  

Still, the cloud is the most feasible 
path to quantum due to the technology’s 
cost and complexity. “Not many com-
panies will invest in their own quantum 
computers, given that they could cost mil-
lions of dollars,” said Garrison. “Because 
quantum addresses very specific, niche 
mathematical problems, we anticipate that 
most companies will ultimately leverage 
the processing power of quantum via the 
cloud. Cloud companies, such as Micro-
soft and Amazon, are already enabling this, 
providing the front end for companies to 
access quantum computing capabilities 
from other providers on the back end. 
Cloud will ultimately make it easier and 
more affordable for companies to access 
and experiment with quantum.”

The timing for the arrival of quantum-
enabled commercially available applica-
tions is about 3–5 years, according to Tom 
Petrocelli, research fellow at Amalgam 
Insights. “The basic concepts have been 
tested and are being built out as commer-
cial offerings. That doesn’t mean that it will 
be a replacement for general-purpose com-
puting. Initially, I see quantum computing 
used for cryptography and AI. Both of 
those use cases are well-tuned to the prob-
abilistic nature of a quantum computer.”

Nonetheless, expect to see more talk of 
quantum—and more tangible offerings—
emerge over the coming year. “While we 

may still be years away from widespread use 
cases, the number of initial applications will 
skyrocket in 2020 as companies like Google 
and IBM join smaller outfits like Quantum 
Thought in beginning to commercialize 
their quantum abilities,” said Matthew 
Halliday, co-founder and vice president of 
product at Incorta. “As a result, 2020 will 
bring heavy investments in quantum com-
puting applications from venture capitalists 
and major enterprises alike. The upside is 
simply too great to ignore.”

Money is f lowing to quantum initia-
tives, Uzzaman concurred. “Venture capital 
firms have already dedicated hundreds of 
millions of dollars toward reshaping the 
future,” he said. 

DATA POWER
Ultimately, quantum computing pro-

vides the computational power needed 
for the growing surge of big data require-
ments, Kothari said. “Quantum computing 
is the ‘need of the hour,’ due to the increas-
ing volume of complex data which is get-
ting stored every day in petabytes. I see the 
role of quantum increasing in many work 
streams, including fraud analytics, market-
ing analytics using unstructured data, and 
so on. That’s because quantum not only 
brings better computational power to data 
scientists but also the power of quantum 
algorithms such as Grover’s algorithm and 
entanglement algorithms—tools which 
bring a unique flavor with respect to unsu-
pervised learning.”

The power and speed of quantum com-
puting “cannot even be comparable to what 
traditional computers are able to do today,” 
said Joe Kim, executive VP of engineering 
and global CTO at SolarWinds. “You are 
changing 1’s and 0’s to qubits—making 
speed irrelevant as a comparable feature 
to what can be done today.” This will be 
instrumental in tackling huge data and AI 
problems, he continued. 

Industry observers say it’s still too early for businesses to 
start to leverage this powerful new form of computing.

http://dbta.com/bigdataquarterly
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Quantum computing will benefit data 
environments in other ways as well. For 
example, it is “uniquely efficient at solv-
ing not just molecular modeling but also 
instrumental aspects of artificial intelli-
gence and machine learning,” said Hal-
liday. “The ability to run instruction sets 
in a massively parallel environment is par-
amount and, when  coupled with quan-
tum-resilient security data, it will be more 
secure against theft.”

Quantum computing also offers a more 
powerful option for decision making. This 
is most apparent when solving optimiza-
tion challenges, in which the goal is to 
find the best choice out of many possible 
options, said Garrison.“These exist in vir-
tually every industry and tend to be diffi-
cult to solve for.” Examples include finding 
the most cost-effective route for shipping 
goods, determining the most efficient way 
to extract resources from a mine, and seek-
ing the most productive resource allocation 
involved in a production line, said Garri-
son. “Quantum computing offers a distinct 
advantage in that it provides a much speed-
ier answer. This has the potential for sig-
nificant impact, as time saved can translate 
into cost savings and revenue generation.”

However, some industry experts feel 
quantum computing may be overkill for 
many data-related applications, as it may 
be too costly, complicated, and, ultimately, 
unnecessary. “While quantum computing 
is posed to revolutionize several appli-
cation domains, such as financial mod-
eling, cybersecurity, and drug develop-
ment, it is not a panacea,” cautioned Ion 
Stoica, co-founder of Anyscale, and also 
co-founder of Databricks. “For exam-
ple, quantum computing is not built for 
ingesting and processing large amounts 
of data, for implementing business logic 
(which requires an auditable trail), or 
simulating complex industrial models, 
such as robots moving on a factory floor 
plan. For these applications, conventional 

computing is still the best solution for the 
foreseeable future.”

SECURITY AND TRUST 
While quantum computing holds great 

promise for enterprises, there are risks that 
need to be addressed along the way. Data 
security is a top concern. “Technologies 
like quantum services and blockchain are 
promising when it comes to compelling 
use cases and futuristic business applica-
tions, but they haven’t been vetted thor-
oughly for data security issues,” Kothari 
cautions. “For quantum to become main-
stream and accepted at the enterprise level, 
cloud and quantum vendors must collab-
orate with cyber and data security experts 
to ensure security is holistically embedded 
throughout the offering.”

Another challenge is that, as information 
and insights move through enterprises at 
blazing quantum speeds, it may be more dif-
ficult to vet and assure the trustworthiness of 
results. Quantum may be employed “to solve 
problems that are so difficult that there’s no 
real way to confirm if the response is accu-
rate or not,” said Garrison. “There could 
have been mistakes in the architecting of 
the mathematical algorithms, or undetected 
hardware issues. Building up trust in the 
responses provided by quantum hardware 
will be a different journey for each company. 
For some—in healthcare and pharmaceu-
ticals, for example—it will be important to 
have mechanisms to confirm the results. In 
other industries it might be safer to reach 
further with quantum computing but have 
risk mitigation processes in place to protect 
against mistakes that may accompany the 
aggressive use of the technology.”

QUANTUM SKILLS
Perhaps one of the greatest hurdles to 

quantum computing is simply helping peo-
ple to understand how it works. Quantum 
will likely follow a typical technology adop-
tion path, said Kim. “If you think about it, 

we’ve been discussing concepts around arti-
ficial intelligence and machine learning for 
over 10 years and those are just getting at the 
cusp of mainstream,” he pointed out. “For 
the majority of people in technology, there’s 
still little understanding of how quantum 
physics—through its mechanics like super-
positions and entanglement; and experi-
ments like Schrödinger’s Cat and Quantum 
Double Slit—can be used to dramatically 
increase computational capabilities.”

When the move to quantum comput-
ing does accelerate, there will be demand 
for new types of skills as well to take advan-
tage of this new form of computing power. 
For starters, “quantum computers require 
a new way of programming,” said Stoica. 
“They require developers not just learning 
new languages but mastering radically new 
concepts. Training quantum computing 
programmers will take time—and training 
enough of them will take even more time.” 
Think about the time it is taking to create 
new university curricula and move data sci-
entists through the pipeline, he noted.

How is quantum-oriented program-
ming different from programming as we 
know it today? “The challenge for develop-
ers will be understanding that the physics of 
quantum computing are different than for 
classical computing,” said Petrocelli. “Lever-
aging superposition, quantum entangle-
ment, and the more probabilistic model of 
quantum computing is a change in thinking 
of computing. Wrapping one’s head around 
this model so that it can be used appropri-
ately is going to require rethinking what 
developers have known their whole lives 
about software.”

Developers and data managers “will 
have to learn new ways of writing and 
running quantum computers which are in 
sync with the hardware,” Kothari predicted. 
“They will need proficiency in quantum 
algorithms for clustering, quantum classifi-
cation algorithms, and adiabatic quantum 
computing. I expect that the key players 
such as Google, AWS, IBM, and Azure will 
integrate these algorithms in cloud offerings 
in a much easier way for data scientists and 
data managers to consume without getting 
into the details of quantum entanglement.”

Expect to see more talk of quantum—and more 
tangible o�erings—emerge over the coming year.
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KNOWLEDGE GRAPHS LINK TOGETHER DATA of any variety, structure, 
or format in business terms via uniform data models. Organi-
zations can then join and traverse all of their data, semantically 
tagged with unique machine-readable identifiers, making the 
platform ideal for intelligent systems, machine learning analytics, 
interoperability, and an array of other benefits influential for 
AI applications.

The technology is gaining the attention of research firms and 
consultancies. In 2018 and 2019, knowledge graphs appeared 
on Gartner’s Hype Cycle for Emerging Technologies, acknowl-
edged for their hearty connections to pertinent data. According 
to Gartner, “These ecosystems developed as digitalization mor-
phed traditional value chains, enabling more seamless, dynamic 
connections to a variety of agents and entities across geographies 
and industries. In the future these will include decentralized auton-
omous organizations (DAOs), which operate independently of 
humans and rely on smart contracts.”

Knowledge graphs are already seen in technologies people 
interact with routinely. In 2012, Google introduced its own 
platform based on the technology. The knowledge graph is used 
by Google Search to help users discover information more quickly 

and easily. The knowledge graph has millions of entries that 
describe real-world entities such as people, places, and things. 
Knowledge graphs are also the backbone of LinkedIn, Facebook, 
Wikipedia, and several other platforms that involve deep search. 

Meanwhile, AI continues to advance beyond Silicon Valley’s 
wildest dreams. However, according to PwC’s third annual 
“AI Predictions” report, only 4% of executives surveyed plan to 
deploy AI enterprise-wide in 2020. A year ago, nearly 20% hoped 
to do the same. In addition, 90% of executives surveyed also 
believe that AI offers more opportunities than risks, and nearly 
half are expecting AI to disrupt either their geographical mar-
kets, the sectors in which they operate, or both.

AI is proving to be more of a challenge than previously thought. 
However, knowledge graphs can be the answer, enabling execu-
tives to facilitate AI initiatives. 

Knowledge graphs can hasten preparation for advanced data 
science models; they imbue data with machine-readable, unique 
identifiers for integrating data and facilitating intelligent system 
interoperability. In turn, machine learning capabilities can also 
increase—as well as improve—the knowledge contained within 
these graphs.

IMPROVING  
DATA  
PROCESSES 
WITH  
KNOWLEDGE  
GRAPHS
Rapid data collection is creating a tsunami 
of information inside organizations, leaving 
data managers searching for the right tools 
to uncover insights. Knowledge graphs have 
emerged as a solution that can connect 
relevant data for specific business purposes.
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KNOWLEDGE GRAPHS, AI, AND MACHINE LEARNING
Knowledge graphs can become the foundation for AI analytics. 

They expedite lengthy data preparation measures for data scientists 
engaged in advanced, predictive analytics. 

By enriching data with machine-readable global identifiers, 
they’re suitable for interoperability and feeding systems of 
machine intelligence. They offer a foundation of knowledge that 
can inform machine learning inputs and are, in turn, improved 
by the outputs of machine learning applied to real-world busi-
ness problems—once they’re input into the graph.

According to Gartner, the application of graph processing 
and graph DBMSs will grow at 100% annually through 2022 
to continuously accelerate data preparation and enable more 
complex and adaptive data science.

AI and graph technologies can improve real-time decision 
support, search, chatbots, NLP, automated customer services, 
recommendation systems, product management, digital mar-
keting, rules engines, goal setting, workflows, integration, auto-
mated schema mapping, data discovery, anomaly detection, 
security threat analytics, master data management, and next-
best-action prediction.

CREATING A KNOWLEDGE GRAPH
With a knowledge graph:

• The model can be as large, wide, and deep as you want.
• Semantic standards can be used to describe the structure of the 

information in the graph to support reasoning and inference.
• Both high-quality complete data and sparse and incomplete 

data can be captured and made usable.
To develop a knowledge graph, the most frequently used 

approaches include curating it similar to Cyc and editing it via the 
crowd as with Wikidata. Data can then be extracted from large-scale, 
semi-structured knowledgebases such as Wikipedia, similar to the 
approach of DBpedia and YAGO, or they can be created by informa-
tion extraction methods for unstructured or semi-structured infor-
mation. This can lead to knowledge graphs such as Knowledge Vault. 

When formal semantics are used to express and interpret the 
data of a knowledge graph, there are a number of representation 
and modeling instruments.

• Classes. Most often entity description contains a classification 
of the entity with respect to a class hierarchy. For instance, 
when dealing with general business information, there could 
be classes such as person, organization, and location. Persons 
and organizations can have a common superclass agent. 
Location usually has numerous sub-classes, e.g., country, 
populated place, city. The notion of class is borrowed from 
object-oriented design, where each entity should belong to 
exactly one class.

• Relationship types. The relationships between entities are 
usually tagged with types, which provide information about 
the nature of the relationship, e.g., friend, relative, competitor. 
Relation types can also have formal definitions, e.g., that par-
ent-of is the inverse relation of child-of, they both are special 
cases of relative-of, which is a symmetric relationship, or define  
that sub-region and subsidiary are transitive relationships.

• Categories. An entity can be associated with categories which 
describe some aspect of its semantics; often, the categories are 
described and ordered into taxonomy.

• Free text descriptions. It is possible to add “human-friendly 
text” to further clarify design intentions for the entity and 
improve search.

• Ontologies. They serve as a formal definition between the 
developers of the knowledge graph and its users. A user could 
be another human being or a software application that wants 
to use the data in a reliable and precise way. It ensures a shared 
understanding of the data and its meanings.

Though knowledge graphs are finally getting their time to shine, 
the technique has been in the making for years. The manufactur-
ing of the knowledge graph depends on three basics: people that 
envision it, data diversity, and a good product to build it.

There are many examples of applications that people interact 
with every day that have knowledge graphs working behind the 
scenes, unknown to them. The most successful companies in the 
world are implementing new techniques and using the best tools 
available to build a data fabric that helps them identify data and 
make it available where it is needed. Knowledge graphs can be a 
foundational technology for this success. 

—Stephanie Simone
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ACCORDING TO AN ARTICLE 
in Harvard Business Review, cross-
industry studies show that, on average, 
big enterprises actively use less than half 
of their structured data and sometimes 
about 1% of their unstructured data. 
Consequently, many data leaders today 
are striving to overcome these barriers by 
streamlining their enterprise knowledge 
management processes and practices. 

The knowledge graph model is one 
way of doing it and, not surprisingly, it 
has been in increasing demand in the 
last decade.

This model represents a collection 
of interlinked descriptions of entities 
(real-world objects, events, situations 
or abstract concepts) where: 

•  descriptions have a formal structure 
that allows both people and computers 
to process them in an efficient and 
unambiguous manner; and 

• entity descriptions contribute to one 
another, forming a network, where 
each entity represents part of the 
description of the entities related to it.

WHY ENTERPRISE 
KNOWLEDGE GRAPHS? 

The main market driver generating 
demand for knowledge graphs is that B2B 
clients are on the lookout for intelligent 
knowledge management solutions that 
work the same way as the solutions Apple, 
Amazon, Google and Microsoft provide 
to their B2C users. The most common 
questions business owners ask are: “Can I 
have a chatbot that can access my enterprise 
information? Can my internal enterprise 
services have the same scope of intelligent 
features as popular consumer web services?”

The first challenge here is how to 
enable agile enterprise information 
management. The many data warehouse 
systems designed in the last 30 years 
present significant difficulties in that 

respect. When designing a system’s 
architecture, it’s impossible to know 
from the start all the ways data will be 
used. Enterprises need flexible systems 
that can evolve as their business and 
data evolve.

The second challenge is how to 
unlock the knowledge that resides in 
various siloed systems. Historically, 
most transactional data systems have 
been designed to solve a particular 
business problem. To access this 
knowledge, enterprises need tools to 
help them integrate the data scattered 
across the organization. 

The third challenge is how to 
combine data management with 
analytics. In today’s business climate, 
data quality and governance are no 
longer enough. Enterprises also need 
to incorporate machine learning 
algorithms for the smart interpretation 
of this data. 

Knowledge graphs offer a smart 
way out of these challenges. Due to 
their native graph structure, they 
can be extended easily with new 
data, which provides the necessary 
agility. They use semantics—it means 
that data is organized by meaning 
and put into the right context, 
which prevents data silos. Finally, 
they combine classical technologies 
like data governance and data 
management with modern analytics. 

ONTOTEXT KNOWLEDGE 
GRAPH PLATFORM

Ontotext Platform is a platform 
for organizing enterprise knowledge 
into knowledge graphs. It consists of 
a set of databases, machine learning 
algorithms, APIs and tools for building 
various solutions for specific enterprise 
needs. Its architecture is based on 
open interfaces and standards. 

The platform enables simpler and 
faster graph navigation. The GraphQL 
user-centric API exposes an additional 
interface to start consuming complex 
information fast and at a low cost. 

The main benefits of using Ontotext 
Platform are:

• automatic generation of GraphQL 
access from ontologies;

• text analysis that extracts 
knowledge from unstructured 
documents and generates  
semantic metadata;

• efficient SPARQL query generation;

•  easy application integration, 
including non-semantic sources;

• developer-friendly tooling;

• authorization and authentication;

•   high availability, query and search 
via GraphDB, featuring reasoning, 
semantic similarity and ranking;

• the ability to scale data, query and 
transaction loads via integration 
with ElasticSearch and MongoDB; 
and

• cloud-agnostic deployment with 
Kubernetes and easy extension 
with custom services packaged 
as Docker containers. 

If you want to learn more about 
how Ontotext Knowledge Graph 
Platform can help you minimize your 
technology and architectural risk and 
save time and effort when delivering 
your enterprise solutions or PoC, visit 
Ontotext’s website at www.ontotext.com
or send an email to info@ontotext.com. 

Ontotext is a recognized knowledge 
graph solutions provider. The 
company’s mission is to help 
enterprises get profound insights 
via interlinking, analyzing and 
exploring diverse datasets (both 
open and proprietary), text 
documents and other content. 

Ontotext Knowledge Graph Platform
The Modern Way of Building Smart Enterprise Applications

https://hbr.org/2017/05/whats-your-data-strategy
https://hbr.org/2017/05/whats-your-data-strategy
https://www.ontotext.com/products/ontotext-platform/?utm_source=dbta%20kg%20report&utm_medium=article&utm_campaign=cs
http://www.ontotext.com
mailto:info@ontotext.com
https://www.ontotext.com/
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MACHINE LEARNING, which is based 
on the idea that systems can learn from 
data, identify patterns and make decisions 
with minimal human intervention, is 
growing rapidly in popularity. According 
to one study, the global machine learning 
industry is growing at 42 percent CAGR 
and expected to reach almost $9 billion 
by 2022.

While many machine learning 
algorithms have been around for a long 
time, the ability to automatically apply 
complex mathematical calculations 
to big data—over and over, faster and 
faster—is a more recent development.

Here are a few widely publicized 
examples of machine learning being 
used to solve major challenges:

• Hyper-personalized 
recommendations from companies 
such as HBO and Wish.com.

• Improved utilization of electricity 
distribution grids that supply 
power to millions of people.

• Blocking mobile phone calls from 
fraudsters looking to cheat retirees 
out of their savings.

• Identifying criminal networks by 
connecting seemingly innocuous 
credit card purchases to prior 
illegal transactions.

This final point is especially 
important given its massive impact. 
Financial services organizations are both 
powerful and vulnerable—as a result, 
they are often a target for fraudsters and 
cybercriminals. Merchants and financial 
services organizations will spend $9.3 
billion annually on fraud detection and 
prevention by 2022.

The good news, however, is that 
machine learning, especially when used 
in combination with graph analytics, 
provides financial organizations with the 
weapons they need to be victorious in the 
battle with criminals.

Graph analytics is a set of analytic 
techniques that allow you to “drill 
down” into complex relationships 
among organizations, people and 
transactions. For example, a leading 
U.S. multinational investment bank 
is using advanced graph analytics to 
improve its fraud avoidance initiatives, 
specifically fraud detection for debit 
and credit cards. The organization 
is adding graph analytics to its 
machine learning system to find data 
connections between “known fraud” 
credit card applications and new 
applications. As a result, the bank can 
identify more questionable patterns, 
expose fraud rings and shut down 
fraudulent cards faster. The bank will 
then save millions of dollars annually.

Fraud detection requires 
understanding connections and 
identifying anomalies in links 
among people, transactions, payment 
methods, locations, devices, times and 
more—and working with huge and 
ever-changing datasets to do this in 
real-time. The world’s most innovative 
financial services organizations 
are opting for advanced analytics 
in graph, or connected datasets.

Machine learning that leverages 
graph analytics is being applied in 
other areas too. The world’s leading 
companies in healthcare, energy 
management, pharmaceutical, 
telecom, internet, eCommerce, 
manufacturing, and government 
organizations are using it to 
address their challenges.

Here are three examples:
• A Fortune 10 healthcare company 

is using machine learning in 
combination with graph analytics 
to map out the wellness journey 
for 50+ million patients and 
finding “similar members” with 

a click of a button in real-time 
across millions of patients to take 
proactive measures to improve 
the healthcare outcomes. This is 
challenging to do as it requires 
analyzing vast quantities of data.

• An energy management company, 
one of the largest electric power 
holding companies in the U.S., 
will extend the performance of 
its power grid using machine 
learning and graph analytics. 
The company will be able to 
access and analyze key real-
time energy management data. 
This data identifies mismatches 
between power supply and demand, 
helping the utility lower power 
consumption in non-critical grid 
areas and divert power to high 
priority areas—all within seconds.

• One of the world’s biggest 
biotechnology companies in the 
world is using machine learning 
and graph analytics to identify 
referral networks, common 
patients and the most influential 
providers in a massive dataset in 
terabytes. The data sciences team 
at this company is now able to 
support its colleagues in marketing 
and branding with the insights 
they need about the referral 
networks and influential doctors, 
and ensure that everyone is fully 
informed about the medicines that 
can positively affect the quality of 
care of millions of patients.

There has never been a better time 
to explore what the combination of 
machine learning and graph analytics 
can do for your company. Act now and 
don’t be left behind by your competitors.

TigerGraph 
www.tigergraph.com

Empowering Machine Learning with  
Knowledge Graphs and Advanced Analytics

http://dbta.com/bigdataquarterly
https://teks.co.in/site/blog/machine-learning-in-2019-tracing-the-artificial-intelligence-growth-path/
http://Wish.com
https://www.businesswire.com/news/home/20170725005147/en/Juniper-Research-Online-Payment-Fraud-Detection-Spend
https://www.businesswire.com/news/home/20170725005147/en/Juniper-Research-Online-Payment-Fraud-Detection-Spend
http://www.tigergraph.com
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Enterprises trying to modernize have a great need for 
data science and comprehensive overviews of individual 
customers and/or products. Despite decades-long efforts in 
IT integration, most enterprises still lack a single source of 
truth on these entities of interest. Regardless of extensive 
hiring of expensive data scientists, it is common knowledge 
that these scientists waste 90% of their time on preparation of 
data. Enterprises find that current solutions (ETL, Data Lakes, 
Data Warehouses, Property Graphs) exacerbate the problem 
and don’t really deliver the needed insights. Their challenge 
is that every new analytic requires a new and expensive effort 
by the IT department to gather semi-usable data for the data 
scientists, wasting millions annually. Franz’s Knowledge Graph 
Solution uniquely solves these Sisyphean integration efforts 
by unifying data silos into an Entity-Event Knowledge Graph 
with unlimited scalability through AllegroGraph’s unique 
FedShardtm horizontal scalability feature. 

ARCHITECTING KNOWLEDGE GRAPHS
To support this burgeoning Knowledge Graph solutions 

market, a successful analytic system will have to fuse and integrate 
data, not just in representation, but in context (ontologies, 
metadata, domain knowledge, terminology systems), and time 
(temporal relationships between components of data). The 
rich functional and contextual integration of multi-modal, 
integrated large-scale analytics, predictive modeling, and artificial 
intelligence is what distinguishes AllegroGraph as a modern, 
scalable, enterprise Knowledge Graph platform. AllegroGraph’s 
Knowledge Graph technology approach encapsulates a novel 
Entity-Event Model natively integrated with domain ontologies 
and metadata, and dynamic ways of setting the analytics focus 
on all entities in the system (patient, person, devices, transactions, 
events, operations, etc.) as prime objects that can be the focus of 
an analytic (AI, ML, DL) process.

AllegroGraph is the only Knowledge Graph platform that 
natively supports this new Entity-Event Data Modeling approach. 
Entity-Event Knowledge Graphs are about moving away from 
statistical averages and broad-based patterns in order to connect 
the many dots, from different contexts and throughout time, to 
support and recommend industry-specific solutions that can take 
into account all the subtle differences and nuisances of entities 
and their relevant interactions to deliver insights and drive 
growth. This is what AllegroGraph’s Entity-Event Data Modeling 
brings to the table.

ALLEGROGRAPH—PROVEN SCALABILITY 
FOR ENTERPRISE KNOWLEDGE GRAPHS

AllegroGraph v7 provides a patented solution for distributing 
semantic graph data that is a hybrid of horizontal sharding 
with vertical federation of industry specific knowledge bases. In 
AllegroGraph’s FedShardtm approach every shard can be federated 
with a knowledge base that lives on the same machine as the shard 
which makes it several orders of magnitude easier to perform 
ad-hoc queries, semantic reasoning, and feature extraction for 
machine learning and advanced analytics over the entire entity 
population. This capability would be impossible with labeled 
Property Graph Databases because of their inability to process 
data in complex knowledge bases and taxonomy systems.

AllegroGraph significantly enhances the document 
database model with its native support for JSON and JSON-LD. 
AllegroGraph leverages JSON-LD to swiftly integrate with 
web-based applications. Organizations can therefore link 
specific information in their internal Knowledge Graphs (e.g., 
pertaining to customers or products) to web applications for 
timely action such as recommendations. JSON-LD provides a 
way to create a network of standards-based, machine-readable 
data across websites.

KNOWLEDGE GRAPH CONSULTING
Franz provides a variety of services as part of its Knowledge 

Graph solution, from architectural consulting and technical 
seminars to training. AllegroGraph provides the necessary power 
and flexibility to address high-security data environments such as 
HIPAA, privacy rules for banks, and security models for policing 
and intelligence. If you really want to develop your corporate 
Knowledge Graph and address complex AI problems, you need 
a data system that goes beyond just data. You have to create a 
system that can link to anything outside your own predefined 
parameters—and that can learn from previous experiences. That is 
where a Graph Database, like AllegroGraph, comes into the picture. 

Franz, Inc. 
franz.com

Knowledge Graph Solutions 
for the Enterprise

TOP MARKET ANALYSTS such as Gartner and Forrester have 
identified Knowledge Graphs as a key new technology in the 
enterprise for delivering insights that drive revenue and growth.

“Graph databases and Knowledge Graphs are now viewed 
as a must-have by enterprises serious about leveraging 
AI and predictive analytics within their organization,” 
said Dr. Jans Aasman, CEO of Franz Inc. “We are working 
with organizations across a broad range of industries to 
deploy large-scale, high-performance Knowledge Graphs 
that serve as the foundation for AI-driven applications 
for personalized medicine, predictive call centers, digital 
twins for IoT, predictive supply chain management and 
domain-specific Q&A applications—just to name a few.”

http://www.franz.com
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BIG DATA BY     THE NUMBERS
QUANTUM LEAPS

It is still early days for quantum computing, but strong growth is forecast due to the technology’s 
promise of handling vexing challenges with greater speed than is possible with current computers. 
How soon quantum computing will have widespread impact in enterprise IT is a question. But the 

idea of Amazon, an online retailer selling infrastructure as a service to other companies, or the 
processing of vast quantities of disparate data on Hadoop, a platform named after a child’s toy 
elephant, also was unimaginable at one time. Tech giants are already hard at work to claim their 
share of the emerging quantum computing market.

Source: “�ink Beyond 
Ones and Zeros: 
Quantum Computing. 
Now” from Accenture Labs

How Quantum Computing Will Help in 5 Key Industries

1. Financial Services: Portfolio risk optimization and fraud detection

2. Healthcare: Protein folding and drug discovery

3. Manufacturing: Supply chain optimization

4. Resources: Asset degradation modeling and utility system distribution optimization

5. Media and Technology: Advertising scheduling and ad revenue maximization

Source: “Quantum’s Promise 
and Peril: 2019 DigitCert Post 
Quantum Crypto Survey,” 
produced by ReRez Research 
of Dallas, Texas

Quantum Computing Holds Promise and the Potential for Problems

While quantum computing heralds an opportunity to address issues too difficult and 
time-consuming for today’s digital computers, experts say a key problem lies in its future 
impact on data security. As a result, the industry will have to develop new cryptographic 
algorithms—known as Post Quantum Cryptography (PQC)—that can withstand quantum 
computing threats to current encryption algorithms. How soon this threat is likely to 
become a reality is a matter of debate.

•   71% of IT professionals responding to a survey say quantum computing poses a 
“somewhat to extremely large” threat for the future (perhaps as early as 2022)

•   55% say that quantum computing is a “somewhat  to  extremely large” threat today
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Global tech companies are competing for leadership 
in the quantum computing space. In recent months, 
five tech leaders made some key announcements.

New technologies require new skills. 
Tech professionals are concerned about 
having the skills to handle emerging 
technologies such as AI, blockchain, 
quantum computing, and machine learning.

1.   Intel Labs unveiled what it said was a first-of-its-kind cryogenic control chip—
code-named “Horse Ridge”—that is aimed at speeding up the development of 
full-stack quantum computing systems (December 2019). 

2.   Amazon launched Amazon Braket, a managed service that allows scientists, researchers, and developers to 
begin experimenting with computers from multiple quantum hardware providers in a single place (December 2019). 

3.   Google announced that its Sycamore processor achieved a milestone as it was able to vastly outperform 
what is possible with a “classical” computer performing the same task, meaning it had achieved “quantum 
supremacy” (October 2019). 

4.   IBM expanded its fleet of quantum computing systems for commercial and research activity by opening a 
quantum computation center in New York and introduced a new 53-qubit quantum computer (September 2019). 
More recently, IBM announced the expansion of the IBM Q Network, which now includes more than 100 
organizations across multiple industries, including airline, automotive, banking and finance, energy, insurance, 
materials, and electronics (January 2020).

5.   Microsoft, which has a Quantum Lab located at the University of Sydney, is building Azure Quantum, a 
full-stack ecosystem delivered through Azure’s global cloud services platform, that will include a diverse 
set of quantum solutions, software, and hardware (November 2019).

75% of all DevOps teams, developers, and web 
product managers are not “completely confident” in 
having all the necessary skills to successfully manage 
their IT environments over the next 3-5 years, 
especially when it comes to emerging tech.

AI, blockchain, and quantum computing rank in the  
top 10 on Gartner’s list of strategic technology trends 
that have the potential to disrupt and are on the verge 
of becoming more widely used in the next 5 years.

Source: “�e SolarWinds IT Trends Report 2019: Skills for Tech Pros of 
Tomorrow” and “Gartner Top 10 Strategic Technology Trends 2019” 

Here are the top technologies 
that DevOps teams, developers,  
and web product managers feel 
ill-equipped to manage with 
their current skillsets:

AI (55%)
Blockchain (50%) 
Quantum computing (50%)
Machine and/or deep learning (45%)

http://dbta.com/bigdataquarterly
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‘Every journey 
to cloud is 

di�erent. 
�ere’s not a 

one-size-�ts-all 
approach.’ 

�e Evolving Cloud Picture
Q&A With Oracle Cloud’s Steve Daheb

ORACLE HAS BEEN EXTENDING ITS CLOUD REACH WITH

announcements of new partnerships, additional cloud 
developers and engineers, and more cloud regions. 
Recently, Steve Daheb, senior vice president, Oracle 
Cloud, talked with Big Data Quarterly about how 
the company’s cloud strategy has evolved and how 
customers’ use of Oracle technology is changing. 
Gen 1 of cloud adoption was about moving work-
loads from on-premise, he says, but the next stage 
will be about how companies can take advantage of 
new technologies to improve their processes in ways 
that were not possible before.

How does Oracle define its approach to cloud?
Cloud does not just equate to infrastructure as a 

service [IaaS]. Cloud includes software-as-a-service 
applications and the platform layer, which includes 
database, data management, integration, application 
development, security, and analytics. The foundation 
of all of that is a second-generation cloud infrastruc-
ture made up of IaaS services that support traditional 
workloads as well as HPC [high performance com-
puting] workloads and cloud-native app develop-
ment—and all those other things, as well.

Many companies are embracing hybrid approaches.
Obviously, cloud is really important for many of 

our customers. It’s about a thoughtful approach to the 
cloud. It’s not really a one-way street. It is about building 
a bridge, and leveraging what you have on-prem, and 
moving things as they sense for customers.

Is there similarity in customers’ cloud deployments?
I think every journey to cloud is different. There’s 

not a one-size-fits-all approach. And so, for example, 
in the database area, we offer a choice of deploying 
on-prem, of deploying in the cloud, and also with 
our Cloud at Customer product we can deploy our 
cloud technology behind a user’s firewall.

How does Oracle differentiate itself from other 
cloud offerings?

I think where we’re really differentiating ourselves 
is with respect to the integration of intelligence—like 
machine learning, IoT, blockchain—not only into 
the applications but also creating a platform upon 
which people can develop their own. And I think 
the other place where we really look to differentiate 

is with respect to security. We believe there’s much 
more of a joint, shared-responsibility approach to 
security. With things like the Autonomous Database, 
which leverages machine learning and AI, we auto-
matically configure ourselves. We automatically run 
where we can eliminate human error, and we auto-
matically patch. And so, Oracle customers are not 
able to make configuration errors. We will take care 
of that for them.

In the last year, Oracle has altered its relationships 
with Microsoft and VMware. What should people 
take away from those partnerships?

When you think about where we come from, we 
come from on-prem environments that were heteroge-
neous and were multi-vendor. Oracle needed to work 
alongside third-party databases, other vendors’ software, 
and everybody’s hardware. We understand that working 
together is important. We’re taking that same philo-
sophical approach to cloud. Oracle and Microsoft have 
been serving enterprise customer needs for decades. I 
think together we probably are 99% penetrated in the 
enterprises. And we had customers saying, look, it’d 
be really good if this all worked seamlessly together. So, 
while we announced it last year, this is something, to be 
honest, that was a development effort. It was something 
we identified quite some time ago.

What does it enable?
We believe the future is going to be multi-cloud as 

well as hybrid cloud. Now, enterprises can seamlessly 
connect Azure services to Oracle Cloud services. They 
can use Azure Power BI, and can run that on Oracle 
Autonomous Database. They can choose what they 
like from each company, maybe the best services 
across the companies, simplifying how they migrate 
data without needing to re-architect solutions. So, it’s 
easy for customers to say, I have a Microsoft footprint 
and I think I’m going to move that to Azure. I have an 
Oracle footprint. I want to keep that Oracle footprint, 
whether it’s apps or a database, but I want to be able 
to make sure that these things connect. That’s what 
we’ve done.

And then, there is also the relationship with 
VMware.

Again, this was one where we really focused on 
making it as simple as possible for our customers to 

TR
EN

DI
N

G 
N

OW Steve Daheb,  
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http://www.oracle.com/us/solutions/cloud/oracle-cloud-machine-ds-2949541.pdf
http://www.dbta.com/Editorial/News-Flashes/Microsoft-and-Oracle-Expand-Interoperability-Partnership-to-Canada-135895.aspx
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Dipti Borkar, VP, product management 
and marketing

move to cloud. We understand that many of our customers 
have VM environments, and we are enabling them to simply lift 
and shift the VMware workload intact. There are a lot of settings 
that go into that. There are servers, storage, and networking and 
considerations about how the app is performing. They can take 
that entire already-architected structure and simply move that to 
OCI [Oracle Cloud Infrastructure], or extend VMware environ-
ments. So, whether it is the scaling of an existing environment or 
lifting and shifting an entire environment to cloud, that is what 
we are able to do.

Those are two important partnerships that I think high-
light multi-cloud, and I think highlight the focus on how do we 
simplify migration for our customers, and are also being very 
thoughtful in terms of supporting hybrid—and doing all of this 
in a secure way while delivering new emerging technologies that 
differentiate these features at the same time.

In the past year, Oracle has also made announcements 
about hiring more cloud developers and engineers, and 
opening more cloud regions.

Demand in regions may relate to governance issues with 
using a local data center, as well as regulatory or latency issues. 
We have announced that we’re hiring 2,000 new cloud devel-
opers and engineers to support that global business and are 
launching 20 more cloud regions by the end of 2020, which 
actually averages out to about one new data center region every 
23 days. And with all of them, we address security and gover-
nance the same way so it’s a big investment for us. And this is 
supporting, again, all layers of cloud.

Oracle is showcasing the idea of automation with the 
Oracle Autonomous Database and the Autonomous Cloud 
and the idea that you can have more security and less 
human error.

I think when you look at companies overall, this is a real dif-
ferentiation. The Autonomous Database automatically applies 
security patches with no downtime—planned or unplanned. It 
automatically encrypts all data at rest. And so when you have a 
database that automatically patches and automatically encrypts, 
you’re going to reduce a lot of risk. And again, from a self-driv-
ing perspective, it automatically provisions, monitors, and tunes. 
So it really takes away 80% of the administrative tasks.

How is that being accepted and how are Oracle DBAs 
regarding this change?

We are finding that DBAs and companies are embracing the 
security aspects of it. In addition, DBAs are managing an average 
of 50-plus databases each—and it’s growing—so their load is not 
getting any easier. This allows them to shift their time to higher 
value tasks, like application development, and working with the 

business. They can focus not on aggregating and preparing data 
and running reports, but on really analyzing the data and pro-
viding more value to the business. We have applied automation 
to the database with respect to self-running, self-patching, and 
eliminating human errors, and we are also integrating machine 
learning into our security offerings so we can automatically 
identify anomalous behavior or potential threats.

Is automation being applied in other areas?
We have also taken machine learning technology and we’ve 

integrated it into our applications as well. We looked at ERP, 
supply chain, HCM, and CX, and we have integrated the tech-
nology in so it winds up being a feature of ERP, where it can 
automatically detect fraud via audits or find patterns in data 
and optimize your supply chain. It can identify best-fit can-
didates and reduce the time it takes to backfill people. It can 
identify next-best offers or next-best marketing or sales mate-
rial, or things that are of interest to somebody and deliver it in 
a personalized way to them. We are looking at technologies like 
machine learning, IoT, digital assistants, and blockchain, and 
we’re actually doing the hard work to embed it into offerings 
so they have more out-of-the-box value.

How is this working for customers?
We have customers like GE, Volvo, Arab Jordan Investment 

Bank, and CargoSmart, and they are all doing different things. 
GE is using our technology to reconcile multiple ERP systems. 
Volvo is using it to do responsible sourcing of car battery 
materials. CargoSmart does a lot of cargo shipping and so they 
track that as well. Arab Jordan Investment Bank is using it to 
drive real transparency in money transfers across countries. It’s 
really interesting to see these technologies and all the different 
ways that they’re actually being used. Our customers are limited 
only by their imagination in terms of what they’re doing. It’s fun 
to be a part of.

Looking ahead over the next 3 years, how do you think 
things will change?

The Gen 1 of cloud was more strictly compute, network-
ing, and storage and moving workloads from on-prem to the 
cloud. Now it’s shifting. It’s not just about moving to the cloud, 
it’s about what can be done in the cloud: What kind of data 
can I collect now with IoT? What can I do with blockchain and 
data? What can I do with machine learning, and automation, 
and analytics with data to truly change how I operate my busi-
ness? Lift and shift is status quo. But taking advantage of things 
that can be done differently—whether that is innovation, or 
customer experience, or people using Autonomous Database 
to shorten the amount of time it takes to get a blood test result 
from 2 weeks to 30 minutes—these are some big things that 
would not have been possible with just moving data to the 
cloud. That is what I am excited to watch. There is the impact 
on business and then there’s the impact on the people they 
ultimately serve as well.

This interview has been edited and condensed by Joyce Wells.

‘We believe the future is going to be multi-cloud  
as well as hybrid cloud.’

http://dbta.com/bigdataquarterly
http://www.dbta.com/Editorial/News-Flashes/New-Solution-Enables-Customers-to-Run-VMware-Workloads-on-Oracle-Cloud-134350.aspx
https://www.oracle.com/cloud/
http://www.dbta.com/Editorial/News-Flashes/Oracle-Continues-Cloud-Expansion-with-Five-New-Cloud-Regions-139028.aspx
https://www.oracle.com/database/autonomous-database.html
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Our tracks and special events are designed for everyone involved in data and information management from your 
organization. You and your team can choose from the following:

TRACKS INCLUDE:

Digital Transformation 

Digital Transformation helps you navigate the core 
technologies disrupting the business world today, from 
big data and cloud computing to artificial intelligence and 
the Internet of Things. You learn how these technologies 
work, and how businesses are harnessing them to increase 
efficiency, agility and innovation. Attend this track to 
understand the game-changing technologies and how you 
can use them to succeed.

Designed for business executives, line of business 
managers, marketing professionals, sales professionals, 
innovation strategists, and new information technologists.

Competing on Analytics 

Competing on Analytics is your guide into the most important 
trends in analytics today, from dark data and machine learning 
to data science and prescriptive insights. Attend this track to 
understand the latest trends in data discovery and visualization, 
how new data preparation techniques are changing the 
analytics game, emerging best practices in statistical modeling, 
and the impact of cloud computing and new data platforms.

Designed for chief information officers, chief data officers, 
data scientists, data analysts, BI architects, BI developers/
engineers, digital analytics directors/managers, and data 
analytics technologists.

Moving to a Modern Data Architecture 

Moving to a Modern Data Architecture takes you through 
the latest advancements in data management, from NoSQL 
and Hadoop to in-memory computing, cloud migration, 
data lakes, and real-time architectures. Attend this track 
to gain a deeper understanding of the latest technologies 
and techniques underpinning the hybrid future of data 
management and how you can succeed in this rapidly 
changing world.

Designed for data scientists, data engineers, enterprise 
architects, systems architects, application developers, data 
administrators, and associated information professionals.

Building the Data-Driven Future

Building the Data-Driven Future equips you with new insights 
and practical advice on the key technologies and emerging 
best practices in building modern systems and applications, 
from containers and microservices, to recommender systems, 
mobile IoT applications, and cloud security. Attend this track 
to navigate the latest trends in big data and cloud engineering 
and agile application development.

Designed for chief information officers, systems architects 
and engineers, software developers and engineers, 
application developers, database developers, and 
associated IT managers and directors.

Data Lake Boot Camp

From centralized data acquisition and offloading to data 
discovery and data science projects, data lakes are 
on the rise at enterprises today. Data Lake Boot Camp 
offers attendees a deep dive into the latest supporting 
technologies, best practices, real-world success factors, 
and expert insights. 

Designed for data scientists, architects, and engineers,  
as well as technology decision-makers and administrators. 
Both data lake veterans and novices are welcome.

DataOps Boot Camp 

The world of data management, with its rigid schemas, silos, 
and manual processes, has historically been at odds with the 
fast, automated, highly iterative world of DevOps. At DataOps 
Boot Camp, you hear about the key supporting technologies, 
strategies, real-world success stories, and how to get started 
on your DataOps journey.

Designed for data scientists, architects, and engineers, as 
well as technology decision-makers and administrators. 
Both DataOps veterans and novices are welcome.

AT DATA SUMMIT, you’ll hear the innovative approaches the world’s leading companies are taking to solve 
today’s key challenges in data management. Whether your interests lie in the technical possibilities and challenges 
of new and emerging technologies or using Big Data for business intelligence, analytics, and other business 
strategies, Data Summit has something for you!

Did you know?
There are a variety of 
combination passes and 
standalone passes available 
to allow you to attend the 
whole event, or focus on 
content geared toward your 
particular needs. Visit our 
registration page for details.

UNLEASH THE POWER OF YOUR 
DATA AT DATA SUMMIT 2020

BRING YOUR TEAM & SAVE 40%! Learn how on our registration page.
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a few DevOps 
engineers away, 
businesses are 
changing how 

they think about 
infrastructure 

and IT

Going Hybrid: Cloud 
Considerations for Database 
Management and Integration
By Jeremy Pease

AS MORE AND MORE ORGANIZATIONS MIGRATE DATABASE

management and integration to the cloud, various 
use cases and best practices are beginning to take 
shape around the timing, cost, and extent to which 
workloads are moved.

Some companies opt to move the entirety of their 
database operations to the cloud in what could be 
called a “cloud-exclusive” approach. Others forgo (or 
delay) cloud migrations entirely, opting instead for an 
on-premise technology stack to manage data. How-
ever, most organizations today are selecting a hybrid 
approach, in which they weigh the value of migration 
for each application of the business, and divvy up 
data assets across a private cloud, public cloud, and/or 
on-prem solutions.  

In fact, a staggering 87% of businesses run or 
plan to run a mixed form of infrastructure accord-
ing to a recent Aptum hybrid IT survey, which sought 
responses from more than 500 individuals employed 
by U.S.-based mid-range organizations involved in 
the procurement of IT solutions and services. 

Companies have unique challenges, and navigating 
the details and costs can be challenging. In every case, 
there are advantages and disadvantages to evaluate.

On-Premise 
There are valid reasons for an organization to 

eschew the industry trend toward cloud migration 
and look instead to maintain its database management 
operations on-premise. Companies often have to make 
a decision about the investment they’ve already made 
in servers, along with the challenges for clients and 
employees during a transition. 

Other companies look at compliance requirements 
and security concerns and decide that the risks out-
weigh the benefits. Some just don’t feel comfortable 
with production environments existing in the cloud 
and want to possess exclusive control of test beds and 
other key environments. In fact, Aptum’s survey found 
that data security and network stability are the top two 
priorities for decision makers in terms of what matters 
most to their businesses and overall strategies. There is 
often power in maintaining the status quo and, until 
technologies or services are offered that motivate them 

to adopt a cloud migration strategy, sometimes the 
best and most risk-averse move may be to stand pat.   

Cloud Exclusive
On the other end of the spectrum are brands that see 

the great cloud migration as a game-changing opportu-
nity to gain efficiency, reduce costs, and achieve greater 
results. Organizations that view the cloud this way are 
often fast to double down on as large a migration of data 
operations to the cloud as possible. 

The research showed that moving exclusively to 
the cloud is the number-one IT investment strategy 
for businesses focused on AI and IoT. And for good 
reason: Cloud-based services benefit businesses in so 
many ways, including the flexibility to scale server envi-
ronments in response to demand in real time, disaster 
recovery, automatic updates, reduced cost, increased 
collaboration, global access, and even (despite what the 
on-premise folks might say) improved data security. 

On that last point, it’s worth noting that lost lap-
tops, aging hardware, and poorly written security 
parameters are far greater security risks in self-hosted 
environments than they are through cloud-based mega 
offerings from AWS, Azure, and the like. Those orga-
nizations dedicate entire teams to ensure that cloud 
environments are secure in an ongoing and continu-
ously monitored capacity. In nearly every reported case 
of data breach, including Capital One, it was some-
thing other than a lack of infrastructural security in the 
cloud that led to the data loss. 

Hybrid IT
For many businesses and data centers with a healthy 

amount of risk aversion or those with already-deployed 
data management assets, the mixture of on-prem and a 
private cloud can allow the company to tailor the per-
fect technology stack for its needs. The hybrid model 
allows an organization to keep some on-premise infra-
structure while blending in the best capabilities from 
the cloud. It’s a best-of-both-worlds approach born out 
of pragmatism. 

And, because cloud deployments are so flexible, 
changeable, and fluid, businesses are starting to see that 
they don’t have to make just one decision. Companies 

Jeremy Pease 
is chief operating 
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Technologies 
(https://aptum.com). 
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can design their infrastructure to fit today’s needs and scale up or 
down in the future as it evolves. 

For example, adtech mogul The Trade Desk is known for 
providing agencies and advertisers with the best technology, 
information, and performance available today—and that level 
of competitiveness doesn’t come easy. In fact, The Trade Desk 
sees up to 9 million queries per second on average.

Requiring a network complex and fast enough to deal with 
a petabyte of data a month, The Trade Desk relies on a managed, 
hybrid approach with a telecommunications-grade, fully cus-
tomizable infrastructure and fast network to connect its database, 
web servers, and partners at scale and across its global footprint.

These shifting needs are increasingly less about cost and 
more about improved functionality. Historically, businesses 
were restricted in what they could achieve technologically by 
the performance of their own IT divisions. Teams were limited 
in scope based on budgets and overall cost-reduction incentives 
for maintaining onsite systems. 

Today, with the cloud just a few DevOps engineers away, 
businesses are changing how they think about infrastructure 
and IT. It is less about cost reduction—that can happen as a 
simple function of cloud migration—and more about maxi-
mized business outcomes. When an organization begins to plan 
potential cloud migration, it may look at the business value, the 
potential savings, and the performance increases promised with 
a cloud-based application. Perhaps it can serve more clicks or 
deliver faster performance as a result of a migration. The incre-
mental improvements many organizations find possible in the 
cloud often can be the difference in millions of dollars. 

But, to achieve impressive results and build out a healthy mix 
with hybrid IT, there is one critical step that nearly every organi-
zation must get right: its partners.

Pick the Right Partners
Most organizations moving from on-premise database envi-

ronments to hybrid ones will require the support of several part-
ners.  Figuring out who those partners should be is half the battle. 

For instance, Centro, the automated digital media buying 
platform, needed an IT business partner it could rely on for 
state-of-the-art hardware and a lightning-fast network to sup-
port its high-frequency trading business model. By finding the 
right managed services provider, the brand found a true partner 
with give and take on both sides—a provider that has taken the 
time to know its business, preferences, and what it is looking for 
specifically to meet its needs.

However, it can be very difficult to identify and map out the 
broader migration and ongoing cloud infrastructure strategy. 
Questions abound regarding cost, ROI, efficiency, and best 
practices. It may seem desirable for organizations to avoid the 

partnership step and try to start solving the cloud riddle them-
selves. Too often, however, these organizations will over-engi-
neer their clouds and build environments that are too large and 
expansive because they are unsure of which services to skip. It’s 
a common mistake, and one that will ultimately overprice their 
technology stacks and reduce the ROI for their projects. 

A good partnership with cloud experts can help avoid these 
common kinds of pitfalls. And, luckily, there are some telltale 
signs that allow organizations to judge whether a cloud solution 
provider is the right one. Consider these questions when con-
sidering a provider: Is the consultant selling a true partnership 
at the heart of its offering? Is it an ecosystem partner on a single 
contract? Is there a single conduit for problem resolution? Is it 
business outcome-focused?

If the cloud solutions provider can address these questions to 
meet an organization’s needs, then the odds are that the partner 
has enough expertise to get the job done and to serve the busi-
ness instead of exploiting a rush to the cloud. 

The fact is, all of the challenges that businesses face as they 
consider cloud migrations are ultimately worth the effort. Cloud 
IT environments can grow a company’s revenue substantially if 
deployed at the right time. And, this kind of growth opportunity 
just doesn’t come around very often. It happened a generation 
ago when the internet first came to the forefront, and it is 
happening now with the cloud. 

This is why, for all of the corporate dialogue about cloud infra-
structure—how to migrate, in what capacity, to which platform, 
and with which partners—the fact remains that today, right here 
and now, we are at the onset of a once-in-a-generation opportunity. 

It is true for enterprise-level operations of all kinds—for adtech, 
hospitality, ecommerce, and fintech. It is also an opportunity for 
any organization seeking stronger security, and it’s a chance to 
streamline a business with major compliance considerations. 

Understanding the “You don’t want to miss this” quality of 
the great rush to the cloud in essentially every industry, the ques-
tion then becomes less about whether to migrate to the cloud, 
and more a question of when. And a better question still is, with 
whom by your side?

It’s worth noting that lost laptops, aging hardware, 
and poorly written security parameters are far greater 

security risks in self-hosted environments  
than they are through cloud-based mega o�erings 

from AWS, Azure, and the like.
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EXTRACT, TRANSFORM, AND LOAD (ETL). Those are three words that 
when placed side-by-side in nearly any order strike fear into 
people across all levels of business. ETL is perhaps one of the 
most frustrating topics in existence because without it, down-
stream data processing, such as analytics and machine learning, 
cannot really function. It involves getting the data from a data 
source, changing the formatting in some logical way as to ben-
efit the downstream process, and then loading it into the next 
storage location for later use.

There is now a slightly broader category beyond just ETL 
and that is data preparation, which includes some of the more 
standard concepts such as data standardization and cleansing. 
These concepts are often lumped together with the “transform” 
part of ETL.

As data sizes have grown over the last decade, so has the 
amount of time it takes to run ETL processes to support the 
myriad downstream workloads. A decade ago, most people were 
only thinking about making their KPI dashboards faster. As 
time rolled forward, they started to think about getting more 
intelligent analytics out of their data, and the data sizes quickly 
grew from gigabytes to terabytes.

Apache Hadoop came onto the scene to streamline at-scale 
ETL workloads and analytics processing. Fast-forward to the real-
ization that Hadoop wasn’t fast enough, and suddenly Apache 
Spark made its way onto the scene. Spark kept the data in-mem-
ory instead of writing it to storage in between every step, and 
the processing performance improved 100x over Hadoop.

Spark is scalable; provides support for Scala, Java, and Python; 
and does a nice job with ETL workloads. The provided Python 
support is very convenient to quickly write and test some code 
and validate a use case. One of the downsides is that, in order to 
get the best performance when scaling Spark within any envi-
ronment, the jobs must be written in Scala or Java. This means 
moving the work from a data scientist to a data engineer.

Spark delivers modest scaling and performance, and some 
people may have left well enough alone. But, within the realm of 
big data, the community doesn’t just walk away from improving 
scaling out and cost, or from making things faster and more 
resilient. This is where we now see GPU acceleration taking 
things to the next level. This provides a distinct competitive 
advantage due primarily to the fact that more data can be used 
to provide better accuracy in a shorter period of time.

Spark already supports running GPU-accelerated XGBoost 
models. For those unaware, XGBoost is perhaps the most popular 
machine learning library that exists today. The open source proj-
ect RAPIDS provides the GPU acceleration for the RAPIDS Spark 
XGBoost library. When using this library with Apache Spark it 
provides an approximately 34x speedup at a 6x cost savings. 

When Spark 3.0 is released, it will bring with it GPU-aware 
scheduling as well as plugins to provide support for GPU-accel-
erated SQL and DataFrames. GPU acceleration will become a 
first-class citizen within Spark 3.0. What this means to end users 
is that they will be able to realize performance improvements 
without any actual code changes within their Spark jobs. Com-
bining these enhancements with the pre-existing XGBoost sup-
port will drive performance improvements and cost savings. This 
will allow SQL queries to load very large volumes of data into 
the GPU to be processed via DataFrames, and then that data can 
be utilized by the XGBoost library for creating machine learning 
models or for inferencing.

All of this GPU-accelerated goodness is waiting on the offi-
cial release of Spark 3.0. As with any open source project, release 
dates are not easy to come by, as it depends on the community 
and lots of testing. That being said, Spark 3.0 is expected to be 
made generally available in the first quarter of 2020. Cloud users 
will likely have an accelerated path to using Spark 3.0, whereas 
those running Spark on-premise will likely take a bit longer due 
to IT processes and hardware availability to perform testing on 
the new version. 

DATA SCIENCE PLAYBOOK
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DATA DIRECTIONS

GPUS FUEL AI and machine learning. Initially created for video 
games, they are used in sports and business analysis by fan-
tasy baseball enthusiasts, oddsmakers, and front office exec-
utives who want to enhance their understanding of the hidden 
value of often obscure players. Other uses of this technology’s 
extreme processing power include the recognition of animals, 
such as dog breeds or endangered species, to allow biologists to 
gain a more accurate understanding of species populations in a 
geographical area. 

GPUs and advanced statistics constitute an incredible advance-
ment in 21st-century technology and can result in a more precise 
and deeper understanding of the data that is captured by a plethora 
of sources. So, why is so much of the economic data used by the 
news media and the U.S. Bureau of Labor Statistics for unemploy-
ment or gross domestic product (GDP) analysis still the same 
as what was used decades ago?

Data for GDP and Unemployment Analysis
The initial concept of the GDP (originally referred to as gross 

national product [GNP] and calculated slightly differently than 
GDP) was first conceptualized in the 17th century. The GDP 
measures the value of all goods and services produced within a 
country’s border within a specific point in time. The modern 
version of the GDP was developed in 1934 by Simon Kuznets 
for a U.S. Congress report to measure the U.S. recovery from the 
Great Depression. Kuznets’ work ultimately resulted in a Nobel 
Prize in Economics. 

By comparing the GDP with prior periods, it can be 
determined if the economy is expanding by producing more 
goods and services or if it is contracting (two consecutive 
quarters of negative growth constitutes a recession). It 
could be argued that the GDP is the most critical indicator 
of the health of a nation’s economy, yet little has changed 
in how the U.S. measures GDP since it was first utilized 
in 1934. 

The second most-watched indicator is the unemployment 
rate. The GDP is calculated by the U.S. Department of Com-
merce. Since 1929, the unemployment rate has been mea-
sured by a division of the Department of Labor. You would 
think the number represents the number of people collecting 
unemployment insurance, or, better yet, the actual percentage 
of people not employed or underemployed. But instead, the 
government does a random sampling of 60,000 households. 
Based on the results of the survey, the unemployment rate 
is then derived. The unemployment rate purposefully does 
not include “discouraged workers,” or workers who should 
be retired but are still looking for work, or those not eligible 
for some reason to collect unemployment insurance. 

Modern Analysis Requires Modern Data Capture
The greatest omission of the unemployment metric is the 

massive distinction that has developed over the last 100 years 
regarding the definition of being employed. A century ago, 
the concept of a job was quite straightforward and binary. 
A person was either employed or not. There was no need for 
the great majority of employed people to have multiple jobs. 
Families could easily subsist on a single job. However, in the 
21st century, there are countless variations of employment sit-
uations. The purveyor of a shared ride company who is self-em-
ployed and works 20 hours a week is considered employed, as 
is the middle-aged grocery store worker, yet neither can man-
age a life, with or without dependents, on the income generated 
from such a job. 

Currently, the unemployment rate is low (as of early 2020), 
but this means very little. It is, however, true that both the old 
processes for calculating GDP and unemployment are consid-
ered to be “leading indicators,” acting as a proverbial crystal ball 
for those predicting global economic health. 

Michael Corey, co-founder of LicenseFortress, 
was recognized in 2017 as one of the top 
100 people who influence the cloud. He is a 
former Microsoft Data Platform MVP, Oracle 
ACE, VMware vExpert, and a past president 
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michaelcorey.com. 
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Platform Business Unit.
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Policymakers in the government use this information to make 
decisions on programs that affect every citizen’s life. Using this 
information, the Federal Reserve Bank raises or lowers interest 
rates, impacting everything from the cost of home mortgages 
to the cost of capital needed by companies for investment 
purposes. Investors use these numbers to determine where 
they might invest or how they might allocate their investments. 
However,  little has changed in close to 90 years with regard to 
how the GDP or unemployment rate is calculated.

Would you feel confident that the CEO of a modern corpo-
ration was acting in the best interests of shareholders and cus-
tomers if the organization only made decisions based on the 
same two datapoints it had available to it in the 1930s? Could a 
company be competitive or reach its full potential by ignoring 
the ocean of data available to it? Given the complexity and size 
of the U.S., are the news media and government acting in every-
one’s best interests by relying so heavily on the unemployment 
rate and GNP? Yet, today, these two numbers are the foundation 
on which many of these decisions are made.

For years, academia, the news media, and the U.S. govern-
ment have been fixated on collecting data on all facets of busi-
ness and society, yet they are long overdue in implementing the 
latest technologies to put all this data to good use. 

Just as many a modern corporation uses key performance 
indicators to measure how effectively a company is achieving 
critical business objectives, there is an effort underway to create 

a national indicator system for the U.S. The State of the USA 
(www.stateoftheusa.org) was established to gather public and 
private data and make it available. 

Anyone who visits the catalog of U.S. Government Publica-
tions (https://catalog.gpo.gov) will see that there is no shortage 
of data. Just as in the private sector, the variety and velocity of 
data are growing at an alarming rate. Turning all that data into 
actionable insight requires applying 21st-century technology. 

Time to Update Economic Algorithms
We are at a turning point in history. Machine learning and AI 

could hold the keys to understanding every lever that impacts 
the economy and help us predict what will happen if and when 
those levers are applied. 

Modern GPUs have made the dream of computer scientists 
a reality. AI using machine learning models driven by nearly 
infinite amounts of data can be utilized to derive results of 
unparalleled insight. An average minor league baseball scout 
has access to large quantities of useful data on an 18-year-old 
right-handed pitcher, such as the probability of injury based 
on dozens of different physiological factors derived from thou-
sands of hours of film of the pitcher throwing. That same scout 
has access to a plethora of other valuable data and can set 
tunable parameters to shift the probability of successfully find-
ing the next Gerrit Cole, who just signed a $324 million con-
tract with the New York Yankees, as opposed to the next Tommy 
John surgery candidate. 

The same scout has indispensable tools immediately available 
on every obscure player under consideration. But, so do the 
fantasy baseball companies, as well as the gambling organizations 
and the simple hobbyists. 

So, we end with a simple question: Why aren’t academics, the 
news media, and the Bureau of Labor Statistics taking the same 
approach when calculating economic metrics? Why does a part-
time, self-employed Uber driver count as being “employed”? 
Why is it that the economic algorithms fail to utilize the same 
level of sophistication and technology used by fantasy baseball?

DATA DIRECTIONS
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COMPETITION THESE DAYS is no longer just about cost or quality; it is 
about companies offering entirely new digital business models and 
better customer experiences that are based on insights. How do 
organizations compete on that basis? They do it by unlocking the 
various data sources that are imprisoned within IT and business 
departments, systems, and databases. 

Knowledge-powered businesses that can monetize their data 
are the ones disrupting the market. As a result, many businesses are 
actively working on an insights strategy: using real-time capture, 
analysis, and distribution of data to drive insights. However, it is 
not possible to establish your data as a currency and exploit it to 
the fullest when you have a fractured enterprise. 

So what is a fractured enterprise? In a fractured enterprise, 
your IT department invests heavily in long-haul projects such 
as modernizing the back office while business users are pull-
ing out credit cards and scurrying for cloud-based, front-office, 
self-service applications to keep up with customer demands. As 
both sides of the business operate in isolation, the enterprise 
becomes more siloed, fragmented, and chaotic. As more chaos 
is introduced, you waste resources and your capacity to inno-
vate deteriorates. You cannot adapt quickly enough to address 
and compete with new business models. 

The Healing Power of Integration 
So, how do you mend the fractures that are stopping your 

enterprise from innovating? To do this, you need to break down 
the usual constraints of locked data and truly integrate and 
connect everything, operationalizing data from all sources.

Yes, integration. Who would have thought we would be 
talking about integration in 2020? Wasn’t that done years ago? 
Well, yes, there was 1990s-style integration, which was then 
followed by 2000s-style integration. But, today, we have the big-
gest, most fragmented array of things that need integrating—
from applications that are on-premise, such as ERP and manu-
facturing execution systems, to analytics and APIs in the cloud 
or IoT devices on the edge.

Only integration can make the fractured enterprise whole. 
Simple words, but what a powerful statement, and what a dra-
matic implication being “whole” has for the enterprise in today’s 
digital economy. When you truly connect everything, you need 
fewer resources to manage all your data sources. And, with a cen-
tralized view, you’re no longer gathering data—you’re building 
data insights. You can spot opportunities, operationalize data in 
real time, and apply analytical patterns to automate and improve 
hundreds of operations. You have greater capacity to innovate 
and become tomorrow’s disruptor in the market.

Total Integration—Truly Connected
Total integration is what makes a fractured enterprise whole; 

some call it the IT and operation technology convergence. What-
ever you call it, total integration is what is needed to build a truly 
connected enterprise. 

Enterprise boundaries have evolved from on-premise, to 
the cloud, to the edge—wherever a company has an asset or digital 
sensor is now the boundary of that company. Extend that bound-
ary to include your partners, clients, and your clients’ customers. 
Extend that further to include data from any third-party sources: 
weather, events, or public opinion. You can see why many com-
panies struggle to get actionable insights from the data. 

But what if your organization was healed? You could unlock and 
explore the value of your resources. Think how effective and accu-
rate your business decisions, production, or maintenance decisions 
would be if everything was connected, analyzed, and reviewed by 
those closest to the issue. In other words, you could operationalize 
your data and turn it into actionable insights. 

Integration is fundamental, but not just any old integration works. 
Integration must be neutral and independent. Integration must con-
nect applications from any vendor hosted anywhere, sensors from 
any manufacturer on any shop floor, or up any mountain, down any 
valley. Integration must deliver maximum customer choice.

There is no way that an enterprise can have the flexibility and 
speed to successfully and profitably conduct business—especially in 
IoT environments—if they are not masters of their own IT destiny. 
Companies need independent integration that keeps their choices 
open, protecting decades of IT investment, and enabling a true 
agility layer that lays the foundation for successful IoT. 

Integration is more than the sum of the parts that it ties 
together; it is the only path to monetizing your data. Integration 
allows you to use your data as the currency that can provide 
actionable insights—and crush the competition. 

THE IoT INSIDER
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TO DEMOCRATIZE DATA AND ANALYTICS is to make them 
available to everyone. It is an admirable goal and one 
with its roots in the earliest days of the self-service 
movement. If an organization is to truly be data-driven, 
it follows that all key decisions—from tactical opera-
tional priorities to strategic vision—must be data-in-
formed. So where is democratization going wrong? 

Self-service tools—from early OLAP tools to 
modern, sophisticated data visualization suites—aim 
to make the creation of insight easy and intuitive. 
This trend continues today with the advent of aug-
mented analytics. 

Augmented analytics applications utilize AI in 
numerous ways: using natural language generation 
to explain the method and conclusions of an analytics 
model in plain English (or your language of choice), 
to monitor and automatically visualize emerging 
trends of interest, or even to automate the selection 
and tuning of the appropriate AI algorithm based on 
the characteristics of the input. These are all wor-
thy endeavors which make the creation of insight 
more intuitive and accessible to a broader array 
of consumers. 

Herein lies the rub: In this context, democrati-
zation refers to providing the ability to create insight
to everyone. This implies that everyone is interested 
and, indeed, motivated to seek out their own data-
driven insights in the context of their day-to-day 
work. This is simply not the case and sets an unre-
alistic expectation for how employees may broadly 
interact with data and analytics. Most people aren’t 
interested in self-service in this context. They are, 
however, interested in having targeted information 
delivered when and where it can be acted upon. 

Therefore, here is a better definition of democrati-
zation: the ability to make insight available to everyone. 
This expansion is critical as it speaks to how insights 

are pervasively deployed in data-driven organiza-
tions. Specifically, analytics is pervasive when ana-
lytically derived insights permeate and support all 
aspects of business decision making, and when ana-
lytics systems are deployed as an integral part of key 
business processes.

From this viewpoint, democratization ensures 
that self-service expands to incorporate the delivery 
of analytics outputs (aka insights). In other words, a 
comprehensive self-service strategy must include the 
routine, reliable delivery of focused, discrete insights 
to employees just in time in the context of their daily 
tasks. This could be accomplished by presenting an 
executive dashboard with key emerging strategic indi-
cators, providing a targeted list of next best actions 
to a customer service agent, or highlighting areas of 
potential machine failures in a heads-up display to a 
technician wearing virtual reality goggles. 

This expanded view of democratization further 
requires that the purview of analytics and data gov-
ernance programs include the following:

•  Data literacy programs that incorporate edu-
cation on how to properly interpret and apply 
analytics recommendations, metrics, or insights 
surfaced to employees in the context of their day-
to-day work, as well as encouraging employees to 
identify insights that would further their individ-
ual work efforts. 

•  Analytics outputs—including inferred informa-
tion such as customer behaviors, preferences, and 
such—that are subject to the same stringent 
privacy and usage policies as raw data assets.

•  Incorporation of data-driven insights as an inte-
gral part of business processes and applications 
that is a fundamental component of business pro-
cess design. Not only does this embed analytics 
within core business operations but it encourages 
employees to think critically and proactively iden-
tify opportunities to utilize data more pervasively.  

Democratization is not dead. Nor is it a f lawed 
endeavor. But without expanding the definition of 
democratization beyond the mere means of analyt-
ics production (analytics and data tools) to consider 
access to the insights produced, there is the risk of 
missing the largest population that exists within any 
organization: the analytics consumer.

GOVERNING GUIDELINES
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advisor at SAS (www.sas.com). 
She provides counsel on the strate-
gic value and real-world realities of 
emerging advanced analytics and 
information trends to companies 

worldwide, and is currently focused on demys-
tifying the business potential and practical impli-
cations of AI and machine learning.
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The world of data management, with its rigid schemas, silos, and manual processes, 
has historically been at odds with the fast, automated, highly iterative world of 
DevOps. Building upon the success of DevOps, DataOps has emerged as an agile 
methodology to improve the speed and accuracy of analytics through new data 
management practices and processes, from data quality and integration to model 
deployment and management. By leveraging automation, data democratization, and 
greater collaboration among data scientists, engineers, and other technologists, 
DataOps can help organizations improve the time-to-value of their data. Many 
insights-driven enterprises, including Netflix, Facebook, and GSK, have already 
adopted agile approaches to data science. Register for DataOps Boot Camp 
today to hear about the key supporting technologies, strategies, and real-world 
success stories and how to get started on your DataOps journey. 

bit.ly/DataOpsBC20

HOT TOPICS INCLUDE:
•  Essentials of a Modern Data Lake

•  Cruising the Data Lake:  
From Zero to Scale

•  Cloud Data Strategy: Multiple Lakes 
Versus One Enterprise Lake

•  Building Large-Scale, Transactional 
Data Lakes Using Apache Hudi

•  Overcoming Challenges to Securing 
Modern Data Lakes

HOT TOPICS INCLUDE:
•  Data Engineering at the Speed of 

Software Development: Introducing 
the DataOps Manifesto

•   DataOps as a Service

•  The Rise of DataOps (From the  
Ashes of Data Governance)

•   Data in Mind, Data in Hand: 
Frictionless Provisioning for  
Data Science and ML/AI 

From centralized data acquisition and offloading to data discovery and data science 
projects, data lake adoption continues to rise, with enterprise deployments more 
than doubling during the past 3 years according to a recent DBTA study. The 
benefits of inexpensive storage, data democratization, and greater flexibility and 
scalability are easily understood. However, establishing effective processes for 
integrating, securing, and governing that data is a far more complicated endeavor, 
and this is where the rubber meets the road. Register for Data Lake Boot Camp 
today to take a deep dive into the latest supporting technologies, best practices, 
real-world success factors, and expert insights. 

bit.ly/DataLakeBC20

DATAOPS
boot camp

MAY 19
2020

MAY 20
2020

BOSTON
REGENCY
HYATT
BOSTON, MA

Featured Events at

DATA LAKE
boot camp

Register today with 
code BDQMAG

http://bit.ly/DataOpsBC20
http://bit.ly/DataLakeBC20
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